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I. Introduction 

In the event of a disaster in an urban region, the rapid identification of areas which have been damaged 
and/or destroyed is extremely useful for human rights and crisis response actors.  In remotely-sensed 
imagery, visual identification of such change has long been considered the most reliable method of 
identification.  In this process, two such images, one from before and one after the incident, are 
compared to visually identify and confirm areas that have sustained damage. To decrease the time 
necessary for analysis of future images, this project was proposed to test the application of machine 
learning algorithms to automatically identify damaged features, using the features manually identified 
in previous AAAS damage assessments to train the algorithms.   

This manual identification was performed by the American Association for the Advancement of Science 
(AAAS) to identify damaged structures resulting from the escalating conflict in Aleppo, Syria over a 
ten-month period.  The association acquired nine high-resolution multi-spectral images dating from 9 
August 2012 to 26 May 2013, and generated from these images shapefiles which indicate the locations 
of specific types of damage, such as evidence of rubble. 

II. Data and Methods 

I. Image Acquisition 

This project relied on imagery acquired from satellites operated by DigitalGlobe and Airbus Defense 
and Space, and previously used in AAAS’s previous project, “Conflict in Aleppo, Syria: A Retrospective 
Analysis”1 (from this point referred to as “Conflict in Aleppo”).  All images are high-resolution multi-
spectral images with either three (R-G-B) or four (R-B-G-NIR) bands.  These images were taken at 
regular intervals between August 2012 and June 2013.  All images cover the same 182 km2 region, 
except for the image from February 24, 2013 which covers the northernmost 126 km2 of the study area.  
Due to the lack of training regions in earlier stages of the conflict, the imagery from August and 
September 2012 is not used in this study. 

II. Method 

The machine learning technique tested in this project is a Convolutional Neural Network (CNN).  A CNN 
is constructed with convolutional layers which detect and define features that define classes within 
input data.  This is achieved by passing filters, or kernels, over input convolutional layers and 
performing calculations between the two to create output feature maps.  These feature maps are 
subsampled through a process called pooling, which reduces the dimensions of the feature maps by 
saving only the highest or lowest value within a subsample region.  Convolutional layers are followed by 

                                                
 
 
1 “Conflict in Aleppo, Syria: A Retrospective Analysis” https://www.aaas.org/aleppo_retrospective accessed 31 
August 2018. 
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fully connected layers, in which each sub-region is fully connected to the layers before it, as opposed to 
the local connections used to generate sub-regions of feature maps2. 

III. Convolutional Neural Network 

Recent studies indicate the success of convolutional neural networks for the automatic classification of 
images.   A Convolutional Neural Network (CNN) is a deep learning method trained to perform image 
classification tasks: its purpose is to train a computer to interpret images much in the way that the 
human brain interprets visual inputs. 

A CNN is composed of neurons with learnable weights and biases.  The goal of the network is to assign 
classification scores to raw pixel inputs.  CNNs are designed with the assumption that the input data 
are images.  As such, the layers of a CNN consist of neurons arranged in three dimensions: width, 
height, and depth.  The depth refers to the number of feature maps or input raw image layers available, 
as is described in the later section “Convolutional Layers.” 

A CNN is built through the following main operations: 

1. Convolution Operation (CONV) 

2. Pooling Operation (POOL) 

3. Fully-Connected Layer (FC) 

These layers are stacked together to form a CNN architecture. 

Convolutional Layers 

A convolution layer applies a filter of a size p*p*q over an image of dimensions m*m*r, where m is the 
width and height of the input image in pixels and r is the number of image bands, also referred to as the 
depth of the image3.  The size of the filter p*p must be smaller than the size of the image m*m, while q 
can be less than or equal to the size of r.  The filter is passed over the image, and the output at each 
new central location of the filter is the dot product between the filter and the relevant sub-region of the 
image4.  This value is stored in a feature map.  Multiple filters can be applied during one convolution 
layer to generate multiple feature maps, each with a depth of 1. If the filter applied is size p x p, and n 
independent filters (each with different values) were passed over the image, then the resulting 
convolutional layer would be of dimensions (m-p+1) * (m-p+1) * n, where the (-p) considers the loss of 
the image edge because the filter cannot be centered on an edge pixel and still calculate for a p x p pixel 
region.  

                                                
 
 
2 “Convolutional Neural Network”.  UFLDL Tutorial.  Stanford University.   
http://ufldl.stanford.edu/tutorial/supervised/ConvolutionalNeuralNetwork/ accessed 31 August 2018. 
3 “Convolutional Neural Network”.  UFLDL Tutorial.  Stanford University.   
http://ufldl.stanford.edu/tutorial/supervised/ConvolutionalNeuralNetwork/ accessed 31 August 2018. 
4Pokharna, Harsh. “The best explanation of Convolutional Neural Networks on the Internet!” 
https://medium.com/technologymadeeasy/the-best-explanation-of-convolutional-neural-networks-on-the-
internet-fbb8b1ad5df8 accessed 31 August 2018. 
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When multiple convolution layers are used within a Convolutional Neural Network, each convolution 
layer is generated based on the previously generated convolution layer.  As the filters are passed over 
convolution layers, features become more clearly defined.   

The values of a filter are randomly generated and are fine-tuned during this process to identify 
parameters for classification. All neurons in a feature map (in a p x p feature map, there are p x p 
neurons) share the same weights: this is known as parameter sharing.  The number of weights 
assigned to a neuron is equal to the product of m*m*r.  Due to the astronomical number of connections 
that would result if the network were fully connected – that is, when the neurons in a layer are fully 
connected to all neurons in a previous layer - CNN neurons are locally connected, meaning each neuron 
is connected to only a subset of the previous image/layer instead of the entire image.  (This 
differentiates a CNN from a traditional neural network.)5   

Pooling Layers 

A pooling layer reduces the dimensions, or spatial size, of the convolutional layers to reduce both the 
amount of computation needed and the number of parameters necessary to define the CNN.  Pooling 
layers operate independently on each feature map.  Max pooling is the most common method of 
pooling.  During max pooling, a 2x2 filter with a stride of 2 (the filter will move two pixels over each time 
to avoid observing a pixel more than once) passes over a feature map and keeps as its output only the 
highest of the four numbers within the 2x2 filter.  The x and y dimensions of the input layer are thus 
reduced by half through max pooling, while the layer depth z stays the same. 

Fully Connected Layer 

The previously listed operations result in a fully connected layer of neurons.  Instead of each neuron 
being connected only locally to the specific sub-region from which it was calculated, this layer includes 
neurons with full connections to all connections in the previous layer.  

 

 

 

 

 

 

 

 

 

 

                                                
 
 
5 Karpathy, Andrej. “CS231n Convolutional Neural Networks for Visual Recognition” 
http://cs231n.github.io/convolutional-networks/#overview accessed 31 August 2018. 
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Figure 1: Convolutional Neural Network 
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Table 1: Imagery 

Date Sensor Image ID Angle Off-nadir 

9 August 2012* Quickbird-2 101001000FF96D00 30.6 

23 August 2012* Ikonos-2 2012082308175390000011607379 18.3 

9 September 2012* Ikonos-2 2012090908372280000011627194 23.1 

12 October 2012 Ikonos-2 2012101208393920000011612539 44.65 

4 November 2012 Pleiades 
DS_PHR1A_201211040822231_FR1_ 

PX_E037N36_0205_01800 
23.5 

15 December 2012 Geoeye-1 2012121508203041603031605709 23.1 

24 February 2013** Pleiades 
DS_PHR1B_201302240811169_FR1_ 

PX_E037N36_0208_00739 
24.3 

1 March 2013 Pleiades 
DS_PHR1B_201303010822282_FR1_ 

PX_E037N36_0206_01175 
11.6 

26 May 2013 Geoeye-1 2013052608202281603031608019 21.1 

* Image not used to generate training samples for CNN 
**Image does not cover full 182 km2 study area                                                                                                               
 

IV. Image Preprocessing 

To apply the CNN to the input satellite imagery, all images were first placed into the WGS-1984 
geographic coordinate system and pan-sharpened to provide the maximum resolution with RGB 
values.  (These tasks had already been completed during “Conflict in Aleppo”.)  Four-band images were 
reduced to three-band images for two reasons: 

1. The images should be reduced to the number of bands that are available for all images 
2. Deep learning scripts currently available only accept 3-band images as input 

The following images were reduced from four-band to three band by removing the NIR band. 

Table 2: Reduced Band Images 

Date Sensor 

4 November 2012 Pleiades 

24 February 2013** Pleiades 

1 March 2013 Pleiades 

 

V. Shapefile Acquisition and Geoprocessing 

During “Conflict in Aleppo”, multiple point shapefiles were generated designating the locations of 
damage within the image, as described in Table 3. 
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Table 3: Damage shapefiles  

Feature Class Feature Type 

Crater Point 

Debris Point 

Destruction Point 

Roadblock Point 

 

To simplify the testing of this project, the type of damage was narrowed to one feature: rubble.  This 
feature class was generated by adding the debris and destruction shapefiles to ArcMap and visually 
confirming which points indicate locations of rubble.  Those points were selected and exported as a 
new point shapefile, “rubble”.  Any locations of rubble which were previously unmarked but discovered 
during this process were also added to the shapefile. 

VI. Convolutional Neural Network Architecture 

The architecture of this CNN is as follows: 

1. Input: Raw pixel values of images arranged as 64*64*3.  
Images are of height 64 pixels, width 64 pixels, and 3 color channels R, G, B. 

2. Convolution Operation (CONV): includes the number of filters, shape of each filter, the input 
and type of image (pixel dimensions and number of layers, as detailed in the input above).  
CONV includes an activation function, RELU.  This operation produces sets of feature maps. 

3. Pooling Operation: Reduces the size of the convolution layers for further processing. 
4. Fully Connected Layer: The neurons in this final layer have full connectivity with the layer before 

it, as opposed to the local connectivity which was used for processing efficiency for the rest of 
the network. 

 Input Images 

The CNN requires a set of both training and validation images, or samples, to learn specific classes.  
These images have been acquired from the images listed in Table 1 (except the first two images).  The 
area of the images which were to be used as samples were acquired by creating bounding boxes of 
equal size (64 x 64 pixels) centered on regions of interest and then clipping the original image to 
singular images within the bounding box sub-regions.   

Table 4: Number of samples of rubble per image 

  Count (80/10/10 split) 

Date Samples 
Training 
Samples 

Validation 
Samples 

Test  
Samples  

9 September 2012 n/a n/a n/a n/a 

12 October 2012 12 9 2 1 

4 November 2012 37 30 4 3 
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15 December 2012 63 50 7 6 

24 February 2013 103 82 11 10 

1 March 2013 139 110 15 14 

26 May 2013 199 158 21 20 

TOTAL 557 439 60 54 

 

To contrast with the class of rubble, image vignettes from randomly generated points, in equal number 
to the availability of rubble samples, were also taken from each image.   

Test images must be loaded into the CNN in the same format as training samples; therefore, the test 
image had to be split into 64 x 64 pixel regions.  Instead of splitting an entire scene into small 
quadrants, the entire image for a single date was first split into 20 scenes, which were then individually 
split into 64x64 pixel samples.   

Table 5: Layout of initial image split 

 A B C D E 

1 1A 1B 1C 1D 1E 

2 2A 2B 2C 2D 2E 

3 3A 3B 3C 3D 3E 

4 4A 4B 4C 4D 4E 

 

This can also be done with sci-kit learn feature extraction, which splits image arrays into pre-defined 
dimensions.6 

Setting up the Directory of Samples 

The training and validation samples were then arranged as indicated by Keras, a Python Deep Learning 
library7.  The top directory contains two subdirectories, train and validate, which then have a subfolder 
for each image class in .png format (.jpg also functions with deep learning).   

The training samples were then used to create the convolutional neural network, while the accuracy 
rating was provided by testing the CNN on the labeled validation samples.  

                                                
 
 
6 “Extract Patches.” Sci-kit learn. http://scikit-
learn.org/stable/modules/generated/sklearn.feature_extraction.image.extract_patches_2d.html accessed 31 
August 2018. 
7 Chollet, Francois. “Building powerful image classification models using very little data.” The Keras Blog. 2016. 
https://blog.keras.io/building-powerful-image-classification-models-using-very-little-data.html accessed 31 
August 2018. 
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Figure 3: Files directory  

 

 

 

 

 

 

 

 

 

Figure 4: Location of training samples from May 26, 2013 image of Aleppo, Syria. North is up; scale is 

1:100,000.
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Figure 5: Examples of training samples.  Source: May 26, 2013. 

       

     

     

     

Table 6: Image Coordinates 

36.188533 N 
37.150231 E 

36.193934 N 
37.206098 E 

36.191343 N 
37.206774 E 

36.23537 N 
37.174564 E 

36.220315 N 
37.171934 E 

36.241247 N 
37.114534 E 

36.177204 N 
37.124526 E 

36.180501 N 
37.125643 E 

36.154126 N 
37.155289 E 

36.022909 N 
37.100366 E 

36.201188 N 
37.231201 E 

36.231246 N 
37.165037 E 
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III. Results 

I. RGB Image 

The Convolutional Neural Network was run multiple times.  East test run tested the influence of a 
specific parameter: number of feature maps, filter size, pooling size, and number of convolutional 
layers. Since no ideal combination of parameters exists when building a classifier or neural network, the 
parameters for this network were evaluated through trial and error. 

Table 7: Results, Two Convolution and Pooling Layers 

CONV 1 CONV 2 Accuracy  Predictions 

Feature 
Maps 

Filter Size Feature 
Maps 

Filter Size  Test Samples Rubble 
0 

Intact 
1 

20 3, 3 10 3, 3 0.5000 
Rubble 1.000 0.000 

Non-Rubble 1.000 0.000 

32 3, 3 10 3,3 0.5415 
Rubble 0.250 0.750 

Non-Rubble 0.167 0.833 

32 3, 3 16 3, 3 0.5560 
Rubble 0.593 0.407 

Non-Rubble 0.481 0.519 

32 3, 3 32 3, 3 0.5370 
Rubble 0.722 0.278 

Non-Rubble 0.648 0.352 

32 5, 5 10 3, 3 0.4810 
Rubble 0.407 0.593 

Non-Rubble 0.444 0.555 

32 5, 5 16 3, 3 0.4725 
Rubble 0.315 0.685 

Non-Rubble 0.370 0.630 

32 5, 5 16 5, 5 0.5275 
Rubble 0.685 0.315 

Non-Rubble 0.630 0.370 

32 5, 5 32 5, 5 0.5000 
Rubble 0.074 0.926 

Non-Rubble 0.074 0.926 

32 7, 7 10 3, 3 0.5465 
Rubble 0.537 0.463 

Non-Rubble 0.444 0.556 
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During this test, the validation samples were split 50% validation, 50% test images.  An odd number of 
samples existed for each image type, so the extra image was placed in the validation folder for each 
date.  This resulted in 878 training samples, 120 validation samples, and 112 test samples.  The labels of 
the test images were known before running the CNN to predict their labels, thus enabling the 
calculation of accuracy.  The predictions represent fractions, with each horizontal row equaling 1, i.e., in 
the first row, 25% of rubble test samples were predicted as rubble and 75% as not rubble, while 16.7% 
of non-rubble samples were predicted as rubble and 83.3% as the correct non-rubble class.  The 
accuracy column reflects the overall prediction accuracy, as measured by: 

((Rubble == 0) + (Non − Rubble == 1))/2 = Accuracy 

The introduction of multiple convolution and pooling layers resulted in the greatest improvement in 
prediction, though not of accuracy as measured by the network during computation.  Initial tests using 
5, 10, and even 20 feature maps in the first convolution layer resulted in test images being predicted as 
a single class.  An increase in the feature map count to 32 showed improvement.   

The accuracy of the CNN reached a high of ~ 56%. The highest accurate prediction of labeled test 
images rose up to 83%, but in this instance the majority of both rubble and non-rubble test images 
were labeled as the same class – thus, there was still a low degree of separation between the two types 
of images.  This indicates that this method is so far mostly unable to distinguish between the classes of 
images provided in the training step.  This result has been consistent even with the changing of 
parameters (number of feature maps, size of feature maps, number of convolution and pooling layers).  
Due to the low accuracy of the network in image classification, the classifier was not tested on an entire 
satellite image.   
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II. Texture Image 

An attempt to run a similar model to recognize a pattern among multiple images based on training 
samples extracted from a texture image was unsuccessful.  This was due to a persistent error from 
ArcGIS software stating that the input image in question could not be copied to .PNG file type. 

The purpose of a texture image was to compare the use of texture features for classification, rather 
than or in addition to RGB values and structural information (rectangularity)8.  High-resolution satellite 
image classification is complicated compared to lower-resolution imagery because of a high degree of 
spectral variability within classes (for example, building roofs constructed of different material types), 
as well as a high degree of spectral similarity among classes (for example, roads and buildings, both of 
similar materials).  Instead of relying solely on RGB values for the classification and interpretation of 
imagery, these additional characteristics make it possible to better define or separate classes of 
objects.  The texture of an image enhances features due to its knowledge of information within 
neighborhoods of pixels.  While the values of an RGB image represent only the raw spectral value 
measured within a pixel, the calculated texture values represent a pixel’s spectral intensity in relation 
to its neighboring pixels.  Thus, texture is another feature (or set of features) which can be extracted 
from a raw satellite image and used to classify image data9.  Texture is calculated using a grey level co-
occurrence matrix (GLCM).  The open-source software OTB provides a tool to calculate an image’s 
texture at a simple (8 features), advanced (10 features), and higher (11 features) level.   

Various combinations of texture were compared at a site of rubble in the image from March 01, 2013.  
However, defining the optimal combination of spectral, textural, and structural features for 
classification within a single image remains a product only of trial and error10.  

  

                                                
 
 
8 Blaschke, “Object based image analysis for remote sensing”.  
https://www.sciencedirect.com/science/article/pii/S0924271609000884 
9 Haralick, Shanmugam, Dinstein.  “Textural Features for Image Classification”, 1973. 
https://www.researchgate.net/publication/302341151_Textural_Features_for_Image_Classification  
10 Yu, Yang, Xia, Liu.  “A Color-Texture-Structure Descriptor for High-Resolution Satellite Image Classification.” 
Remote Sensing.  2016, 8, 259.   
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Table 8: Texture Features extracted with OTB 

Feature Characteristic 

Energy Texture uniformity 

Entropy 
Measure of 

randomness of 
intensity image 

Correlation 
How correlated a pixel 
is to its neighborhood 

Inverse Difference Moment 
Measures the texture 

homogeneity 

Inertia 
Intensity contrast 

between a pixel and 
its neighborhood 

Cluster Shade 
Measure of image 

symmetry 

Cluster Prominence 
Measure of variance in 
gray-scale pixel values 

Haralick Correlation 
Correlation relative to 
adjacent pixels in its 
neighborhood. 

 

* Texture feature descriptions as written by Orfeo Toolbox11  

                                                
 
 
11 “Haralick Texture Extraction.” Orfeo Toolbox. https://www.orfeo-
toolbox.org/CookBook/Applications/app_HaralickTextureExtraction.html accessed 31 August 2018. 
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Figure 6: Texture Band Combinations, March 01, 2013 
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Figure 7: Example of RGB image compared to texture image (May 26, 2013; bands 1,2,3) 
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IV. Conclusion 

I. Generating an Automatic Classifier  

The automatic identification of structural damage is complicated by the irregular nature of damage.  
While a building may be identifiable by features such as rectangularity or variable texture, rubble is a 
feature that cannot be easily defined in terms or shape or size.  Depending on the cause of destruction, 
rubble may take up a few square meters within a road or encompass half of a city block.  The texture of 
rubble has high variability, but this alone cannot distinguish it from other objects within an image, since 
objects such as rooftops with vegetation also show high variability in terms of both RGB values and 
texture.  

The outcome of this project was further complicated by the fact that the images to be classified were 
acquired by different sensors and at different time periods.  Specifically, the data for this project were 
acquired from four separate satellites, during four different seasons and from varying angles off-nadir. 
This was unavoidable in order to produce a synoptic view of damage to the city of Aleppo which could 
be used for training samples.  Coupled with a low number of training samples, the feasibility of this 
classifier working with a high degree of success on any given image is reduced due to the high degree 
of variability within the training samples.   

There are several actions that could be followed from this point to improve the accuracy of a classifier 
that identifies tiles as rubble and/or other damaged objects.  More training samples are necessary to 
create a more robust and diverse dictionary of images; a traditional image dictionary often contains 
thousands of images per class, while this test was limited to the few hundred regions identified in the 
images available.  Even then, training samples overlapped so as to create the most samples possible.  
More training samples could be generated through further visual investigation of the image, or by 
manipulating the current samples available by rotating, flipping, and stretching available image 
samples.   

This test would most likely perform better if a larger number of classes were identified, so that instead 
of the test being binary – that is, rubble regions versus non-rubble regions – the network would 
understand rubble versus building versus vegetation and the like.  This, however, may be difficult to 
apply to new sites, as materials construction and architecture vary greatly among cities. 

Instead of using deep learning for image classification, as this test attempted, another deep learning 
task known as object detection may be of use for the purposes of this project.  This method is mainly 
implemented with TensorFlow, and multiple tutorials exist to organize datasets and run models for 
object detection12,13.  Object detection functions more like a single-class image classifier than a 
traditional classifier with multiple classes, since object detection focuses on finding features similar to 
the training images instead of classifying all test images/features.   

 

 

                                                
 
 
12 TensorFlow Object Detection API: 
https://github.com/tensorflow/models/tree/master/research/object_detection accessed 31 August 2018.  
13 Repositories for Object Detection process by Alberto Nieto, ESRI engineer: 
https://github.com/Qberto?tab=repositories accessed 31 August 2018. 
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II. Other Methods 

Application of machine learning algorithms is still possible for purposes of classifying rubble; however, 
as indicated by this project, the training samples are best taken from a singular test image to which the 
classifier will be applied.  Methods in this context include image segmentation and classification and/or 
feature extraction, wherein the image (maximum 3-band 8-bit) is first segmented according to 
specified spectral and spatial parameters (mean, variance, shape, texture, etc), and then a classifier is 
defined through the assignment of classes by selection of training samples (image classification) or 
parameters are specified so that only the segments that meet such parameters are visualized in a new 
layer.  This is referred to as Object-Oriented Image Analysis, or OBIA.  OBIA reduces the effect of noise 
and the number of objects that must be analyzed during the classification process because it groups 
together pixels that share attributes14.  The study area can be better defined by masking out layers 
such as vegetation which are of less interest for the purposes of identifying specific objects within an 
urban scene.  A texture image may be utilized as an additional raster during the classifier training 
process to provide additional information which may assist in the differentiation among classes.  
Features may also become more clearly defined by using RGB to visualize image indices (e.g., NDVI) or 
texture layer combinations.  

Both ArcGIS and OTB are capable of performing segmentation, the most popular of which is mean-shift 
segmentation.  However, segmentation is much more accurate in identifying the shapes of fixed-shape 
buildings rather than detecting irregular shapes.  This means it will still be difficult for a classifier to 
identify damaged regions with varying textures and shapes as being of the same class.  For this reason, 
it is recommended that the maximum amount of known information be masked out before attempting 
to narrow a search to a specific feature – that is, if possible, it is beneficial first to remove from the 
study region areas that are not of interest but are easily identifiable, such as vegetation. 

 

                                                
 
 
14 Lin, Xun.  “Geoinformatics Production for Urban Disasters Risk Reduction: A Zero Cost Solution.”  Geo-
Informatics in Resource Management and Sustainable Ecosystem.  313-324. 2013. 


