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HOST: Hello, and welcome to this AAAS podcast series on Artificial Intelligence and human 
interactions, in which our experts will discuss a variety of issues relating to how AI intersects, or 
may intersect, with criminal and civil proceedings, and how AI may relate to the roles of state 
and federal judges. This series is brought to you by the American Association for the 
Advancement of Science (AAAS), with the financial support of the National Institute of 
Standards and Technology (NIST). 

This podcast is part of several educational materials on AI for judges, developed by AAAS. I am 
Alain Norman, Senior Program Associate at AAAS, where I head the science and law initiative.  

AAAS, a nonprofit founded in 1848, is the world's largest general scientific society and the 
publisher of the family of Science journals. AAAS fulfills its mission to advance science and serve 
society through initiatives in science policy, international programs, public engagement, and 
productions such as this one.  

Artificial intelligence (AI) is being used by attorneys and courts across the country for various 
purposes. For example, AI-powered discovery tools have proven to be more effective and 
efficient than most humans. But AI technology is spreading to many other areas in both criminal 
and civil cases, such as the use of facial recognition software in suspect line-ups.  

The debate often focuses on three broad options: Some technology advocates suggest 
replacing humans with AI tools for certain tasks. At the opposite end of the spectrum are those 
who challenge the use of AI tools due to their unreliability, lack of transparency, or other 
concerns. A third group suggests a compromise where humans remain the decision-makers, but 
are augmented with input from AI tools. With this route, humans and machines are paired to 
leverage the respective strengths of each. Who is right? 

Well, we’ve invited three special guests here today to share their thoughts on these sorts of 
important questions. 

https://www.aaas.org/podcast/ai4judges#e3
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I am delighted and honored to introduce our faculty. They are:  

Frederick Lederer. He is chancellor professor of law and director of the Center for Legal and 
Court Technology at William and Mary law school, among his other achievements. 

Professor Lederer served actively in the U.S. Army Judges Advocate General core, prior to 
joining William and Mary's law faculty.  Professor Lederer’s areas of specialization include 
evidence, trial, practice, criminal procedure, military law, legal technology, and the legal 
implications of artificial intelligence and related technologies. 

We also have Cynthia Rudin. Dr. Rudin is professor of computer science, electrical and 
computer engineering, statistical science, biostatistics, and bioinformatics at Duke University 
there. She also serves as director of the Interpretable Machine Learning Lab. Her work focuses 
on machine learning, ML, especially on how to make ML more explainable. Thus, a goal of the 
lab is to design predictive models that people can understand, notably in such fields as 
healthcare, criminal justice, and energy reliability. Among her many awards, she received the 
“Squirrel AI Award for Artificial Intelligence for the Benefit of Humanity,” from the Association 
for the Advancement of Artificial Intelligence in 2022; this is the most prestigious award in the 
field of artificial intelligence. 

We also have Dr. Iria Giuffrida. She is professor of the practice of law at William and Mary law 
school and serves as Deputy Director for the Center for Legal and Court Technology. She is also 
a visiting faculty member for business law at the Raymond A. Mason School of Business. With 
10 years’ prior experience as a commercial litigator, Professor Giuffrida now teaches law at 
William and Mary law school, and her research centers on the legal implications of artificial 
intelligence and emerging technologies, including cybersecurity and data protection. 

So, without further ado, let's get to the discussion.  

Today, our experts will be focusing on AI, decision making, and the roles of judges. 

Dr. Giuffrida begins by referring to a forthcoming article, entitled, “Humans in the Loop,” by 
professors Crootof, Kaminski, and Price.  

GIUFFRIDA: We need to think about why we want human interaction with the machine. Once 
we decide that - so let's take it in our context - we need to decide why we want judges to have 
access to certain tools. 

Once we’ve decided that - the purpose for it - we need to create the right framework for the 
judge to be able to achieve that particular objective. 

The alarm that they [Crootof, Kaminski & Price] are raising, their piece is saying, in some 
contexts (they're not talking about application of AI specifically in the judicial context, I want to 
make sure that I'm not misrepresenting their work), but in some contexts, the human is slapped 
on the loop for any number of reasons: Maybe as an accountability gateway, maybe because 
you want to whitewash, you know, the process; you want to give a face to what otherwise is an 
automated process. They [the authors] list a comprehensive list of reasons. 
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And the argument is: It's absolutely fine to put the human in the loop but, when you do that, 
you have to create a system that allows the human to achieve the function for which it sits on 
the loop.  

And so, their warning, I think, is something that is very important as we move forward with ever 
more sophisticated, truly AI based systems that support judges. We need to think about, how 
does the system achieve the objective that the judge needs to meet?  Rather than: Here's a 
tool, here's a solution, and this is what you gotta do - just do it.  

So, that cooperation, that Cynthia [Rudin] was talking about, thinking how the machine 
supports, augments, the activity of the judge, has to really be thought out carefully, before 
these solutions, sort of, you know, invade, judges’ chambers, or the courtroom. 

HOST: Well, thank you for that. I'm going to ask something, or sort of comment / ask something 
slightly provocative: I noticed as, as you were discussing this, Iria – I'm not putting you on the 
spot; I'd love to have everybody consider this – you seem to say, it seems like the language is 
almost contradictory. 

On the one hand, you spoke a little bit about quote, “slapping a human onto things” - on the 
other hand, we, you, spoke about, AI “supplementing.” 

So – you know, maybe I'm being old school here – but it seems to me that the question isn't so 
much when to “slap a human onto an automated process,” but when, if at all (considering the 
glorious past of, you know, trial by combat and trial by ordeal … I’m kind of being facetious 
here), but no – considering the past development of the law of human beings – trying to sort 
out what constitutes justice and being, perhaps, slowly but surely, slightly better at achieving 
something akin to it – when, if at all, should AI be used?  

And that leads me to my next question which is: So, do there already exist – and I appreciate 
you mentioning that article – but do there already exist laws or guidelines as to when AI can be 
brought into the civil or criminal world? 

Or, is it just happening in kind of an ad hoc fashion, depending on the court and the, quote 
unquote, “solution” that's being offered, or the jurisdiction? 

Over. Anyone? 

Thank you. 

GIUFFRIDA: I'm going to take the second question first. And, uh, I'm going to sound very 
cynical, which is: Expecting legal systems – I'm not just talking about the U.S. – expecting any 
legal system to be able to foresee how and when AI can be used in the judicial context, is 
ambitious.  

There are some guidelines; some have been published, I want to say around 2018, by the 
Council of Europe warning against unethical uses of AI. And they try to guide [the] definition of 
what is ethical and what isn't. So, there's some guidelines and very tentative guidelines.  

But that I know [of] very clear instructions on when and how to use AI are not… are nothing 
that I've come across.  
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HOST: Um, do Cynthia, Fred - Do you have thoughts on, on this question of where we are and 
whether there are, perhaps, more than tentative guidelines?  

 Does it matter? 

LEDERER: If I might – I think Iria brilliantly summarized the matter. Insofar as I'm aware, if we 
are discounting the risk assessment tools, there is little or no AI in the normal court system.  

Now, if we turn to administrative matters: In the United States, we are also an administrative 
state, and we have vast numbers of administrative adjudications. 

Social Security, in particular, has been using AI in a number of differing ways. And our 
colleagues in what's called the Administrative Conference in the United States have published a 
report, available on their website, dealing with the use of AI in administrative agency 
operations.  

But if I can turn your question a bit: The real question, I think, which has now been addressed in 
a number of differing ways, is:  What is the function, in the United States at least, of a court? 

And then of course, that depends in large part on what type of court we're talking about.  

So, since you've already made some reference to our history, let us take the single most classic 
reason why we don't want AI substituting for a judge or, for that matter, more importantly, for 
a jury.  

Historically… Now the typical assumption about courts is that basically courts are analyzing data 
and reaching conclusions from that data to resolve disputes. And indeed, that's often the case. 

However, if we talk about the part that most Americans at least used to learn in elementary 
school, and we focus on the criminal justice system, we pride the ability for a jury to nullify the 
law – for the jury to go ahead and bring in a verdict of acquittal, despite clear evidence of guilt – 
as a critical tool of protection against tyranny. 

Now, there are any number of people who think that that power ought to be far broader. I 
don't; that's a whole other matter. 

But, if we had an AI system that was going to act rationally and logically, we presumably would 
not want it to have the ability to totally depart from the normal rules. 

HOST: Right.  

LEDERER: So presumably, we would not want to hand, uh, the criminal justice system over. 
Unless, of course, uh, we wanted to abandon that and that would be possible. But if we're 
going to do that, there are a fair number of other things that are part of the legal system, but 
particularly the criminal justice system, that might well go with it. 

HOST: Right. And Cynthia, let me bring you in. Yeah. I mean, you look like you already have 
some comments, but I'm going to ask something - and you don't have to address this 
immediately.  

But what Fred was just touching upon made me think about a number of things in addition to, 
sort of, jury nullification. 
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And I think this brings us also closer to what NIST seems to be hunting for in this project: It 
particularly appears in the context of, you know, the discussions about AI and bias, but I think it 
also is relevant to this question, particularly in the criminal justice sphere:  

How, if at all, can human values, if not human foibles, if not our desire for equity, justice, [etc.] 
be incorporated – technically, if you will – in AI, in either the databases that are selected, or the 
algorithms as they're written?  

Or is that… is there just a chasm there?  

Do you see what I'm getting at all?  

RUDIN: And that's a big, big question. But, I do see what you're getting at, and that is a very big 
question.  

But, I’m going to answer a different one, before I answer that one, because I want to go back up 
a couple of minutes – about DNA… uh, AI not [being] in the justice system:  I mean, I was going 
to say that there are algorithms that are used in the criminal justice system for various 
purposes.  

So, DNA, for instance: DNA matching algorithms, right? Here’s a 99.99% match of this DNA to 
this person. It's like, okay; we have to believe that. Like, how do we know? We believe that.  

HOST: Right.  

RUDIN: So, DNA matches seem to be pretty reliable, but then let's go to where it's less reliable. 
Like, what if we go to, like, face identification, algorithms, right?  Facial identification and 
fingerprint analysis.  

And then, what if we go even further to, like, bite mark analysis? Um, you know? So, so… 

HOST: Indeed. 

RUDIN: There are the… there are algorithms that exist throughout society that somehow end 
up in, in the court system. 

So, risk scores we were talking about last time, right? Risk scores are one of those things where 
it's not really clear whether AI is going - sort of like - take the major component, compared to 
humans, because we know the alternative; right? Which is [that] just relying on judges is 
racially biased. 

So, now I'm coming back to your question, which is like: How can we like fix this system? 

If the data are racially biased, what do we do about it?  

And the answer is that, uh, it's much easier to fix a biased algorithm than it is to fix a biased 
human. So, um, there are many things you can do - You can adjust what prediction problem you 
are working on. Like, instead of predicting – like, we were talking about last time – instead of 
predicting arrests, we can predict convictions. 

Because arrests, if you're talking about arrests, well, that that then forces you to predict police 
behavior and who they would arrest.  
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Whereas, convictions are a little bit different. I mean, you could say that's still biased, but 
hopefully it would be less, less biased.  

But, that's something you can investigate, if you have a large database.  

But, um, I mean, those types of things are doable by people sitting offline, like data scientists 
sitting offline, whereas fixing a human in the room – who's like, you know…  A human can be 
staring at this the person directly and, and be racially biased.  

So, um, I think, I think every time we consider AI, we have to consider the alternative, which is 
not using AI.  

HOST: And yet, at the same time, I think the heart of our chat today is about whether, and then 
if so when, AI – because perhaps it is more perfectible … uh, let's, let's just take that as a given, 
right?  let's assume that, right? – should replace decision-making by X, Y, or Z persons in the 
civil or criminal process? 

Whether that is, you know, somebody (and I guess it's already there), somebody doing the 
basic legal research – right? in a firm, or at the court, who's using presumably AI-backed or, you 
know, legal research tools online – to … again, maybe that replace, you know, I don't want to 
say replace, but … a judge or jury? 

Would one, see, for example, looking – peering – into the midst of the future, a situation 
where, you know, you have a judge ruling, or a jury deciding, but you would also have an AI 
offering its opinion? 

And then, the final decision is somehow either combination – or a flip of the coin as between 
the two? 

I mean, I'm being wild, but … please take up that kinda thread if you would, please. 

RUDIN: So, I don't know the answer to this one, which is really interesting ‘cause normally I 
would say, oh yeah, you know, the human really needs to make the decision, but it's really not 
clear at all.  

And the study… There's been a bunch of studies in the, sort of, AI world which seem to indicate 
– so, whenever they take like these offline data sets, they pretty much seem to say – that AI is 
actually more accurate than these humans, doing these data crunching problems.  

So, you know, I'm not saying we should replace humans with AI; so that's definitely not... 

I'm saying: If we use AI, there needs to be some mechanism for people to contest a poor 
solution, because the databases that are used in the criminal justice system are not perfect. 
Right?  They're noisy.  

HOST: Right.  

RUDIN: And those problems need to be fixed by humans; right? So, just… there should… If there 
are AI decisions making decisions, there needs to be some mechanism for appeal – and that 
appeal does need to be handled by humans. 

HOST: Let me ask, let me dive in. I know people probably want to speak and they should. But 
now I think I've heard something: What's the distinction – or, is it like a Venn diagram [with] a 
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bit of an overlap – between data-crunching, as you've just put at Cynthia, and “fact finding”; 
which is the sort of language that a lawyer and a judge is trained to hear? 

Is there a distinction? Is there a little, at least some, overlap?  

Does that help us distinguish where to use a human versus AI?  

Anyone?  

GIUFFRIDA: Well, I think I see where your question is going, and I think instinctively there are, 
there certainly is the more numbers-based, if you wish, reality in which AI does an awful lot 
better. 

I think what you're talking about is the kind of predictive, maybe less numerical kind of 
predictions that some AI systems, uh, may be used [for]. I think there is an overlap. 

But what I … the sort of the thought that I have is: In the context that you're talking about – and 
I think I've read some studies – the best kinds of outcome are the conjoined outcomes, where 
the AI outcome and the human outcome are … work meaningfully together. 

You know, the next question is, well, how do you make it meaningful?  

I don't know, Alain. I cannot give you that prediction.  

RUDIN: Like that one … I, because I work on that topic, right?  

HOST: Yeah, please.  

RUDIN: So, I mean, the goal of my lab is to design AI algorithms that humans can understand, 
right?  

We want formulas that are completely understandable with humans, whether they're a series 
of if / then rules, or there’s a bunch of numbers that a human can add up, or there's some very 
simple figures that a human can follow – the logic of the figures. 

So, the goal is to make those things as accurate as black box models, so that we don't have to 
have a choice between a black box versus a human. Here, you can have a computer aided 
decision ‘‘cause the human can understand the computation.  

HOST: Fascinating.   

Judge - mm-hmm: 

LEDERER: If we go ahead – and perhaps we're in the realm, we are in the realm of science 
fiction in the future – [but] what AI clearly can do is analyze vast amounts of data.  

HOST: Right.  

LEDERER: So, to go back to one of Cynthia's earlier comments, where she was talking about the 
use of algorithms in scientific evidence in particular – which has been attacked for quite a while, 
for many different reasons – um, one would assume this would be most likely first used by trial 
lawyers in case preparation. 

But, it's not hard to imagine having the court have an AI facilitation capability, which basically 
checks the expert testimony against what is believed, by the AI, to exist in terms of the state of 
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science and, at least, to pose questions or to point out inconsistencies in what is believed to be 
known. 

If that, in fact, is possible - and I will leave it to Cynthia as to whether it is theoretically possible 
in the future – then we have the same capability in terms of witness testimony, uh, in terms of 
factual occurrence: What is it that we ought to know about, that no one has, for instance, 
brought out, or perhaps even knows, that might involved?  

HOST: Well, I'm glad you raised … sorry, yeah. I'm glad you raised that, Fred, because one of the 
things that has, uh – and people here already may be aware of this…  

But fairly recently – it looks to me like, on their website, the DOJ website, from about 2019 
onwards – the Department of Justice seems to have been preparing quite assiduously, in a 
variety of forensic science areas – we don’t necessarily wanted get a deep dive into that right 
now – a series of what they call “uniform language for testimony and reports.” 

I was just glancing at my other computer screen – Yes, the “ULTR.”  

And I noticed that it covers, and I believe Cynthia mentioned this, you know, things like facial 
recognition, fingerprints, bite marks, whatever … DNA … 

And, to my mind, reading them as a lay person – and not an AI…  you know, as an attorney,  but 
not as an AI expert – the issue seems to be:  How do you frame your expert's testimony to be 
as, you know, as positive, if you will, as sure as it can [be]; while somehow at least 
accommodating the uncertainty that, you know, almost any scientific, endeavor is going to 
have? 

So let me turn that to Cynthia and kind of build on Fred's point.  

So, you have, whether it's DOJ, or attorney Smith, or whatever, or witness Smith, asserting 
something: To what extent, if any, have you seen, or could it be possible to use AI to say, “Yes, 
but you know, we have this, this percentage of, this amount of, uncertainty,”? – perhaps 
despite the confidence of the witness, let's say. 

RUDIN: So, statistics is the field of uncertainty quantification, right?  

If you look up what the definition of statistics is, that's in there.  

But there are tons and tons of people in the AI world trying to make sure that we get proper 
uncertainty bounds on any prediction. 

And the problem is, uh, when commercial software doesn't reflect the uncertainty.  

So, for instance, with the facial recognition systems: We've seen … we know exactly, okay, this 
is old, old story, right? That facial recognition system spots somebody; they [it] match[es] them 
up to someone in a database – [but] the match is totally wrong. 

The police arrest the person, right? This has happened multiple times. And we know that some 
of these AI systems are racially biased. So, we know that. Okay...  

Um, but … what would be useful [is] if the AI system would sort of say, you know, “None of 
these … this person is not a match to anybody in our system[.]” Or, like, “I'm just not sure[.]”  
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You know, uh, that would be quite useful. And I, I think that it's up to the software developers 
to do that.  

We've also seen a lot of problems in medicine where you've got, um, like for example, there 
was … an AI method, that was FDA approved, that detects hemorrhages – like, brain 
hemorrhages – which […] you really want the AI system to be correct on that. And it turns out 
they launched it into the real world and it didn't work.  

So, AI systems - like sometimes even if they FDA approved - like [even if] they've been through 
testing, then they go to use them in the real world and, um, and they don't work.  

So, we need to continue to be on top of these things and make sure that, in new situations they 
continue, you know, at the level of, uh, of certainty and accuracy and, you know, uncertainty, 
quantification, that they were designed to. 

HOST: Iria – your hand is up. Please, go ahead.  

GIUFFRIDA: Yes. And, I think adding to that, um, because [most] … the one majority of the 
population actually doesn't understand concepts of statistics, being able to explain, not just the 
likelihood of error, but the severity of what happens if the error materializes. 

Because if somebody looks at a system, somebody who – and I, you know, put my hand up – 
like me, doesn't understand statistics, and the rate error is 15%.  

Well, sounds like a small number to me: 15%; right? 

Uh, but first of all, obviously, it isn’t. But – second – what does it mean if that occurs?  

What is the severity of the harm that will occur if that particular margin of error is, is triggered? 

So, I think that having the transparency and explainability that Cynthia is talking about, requires 
also an effort on our side to understand more complex concepts and [to] start asking this 
question.  

So, say, okay, so you talked about this margin error – What does it mean in practice? What 
could happen if we fall in that category? 

HOST: Yes. And indeed Judge, in our last podcast, you actually mentioned something like that. 
That, you know, when we were talking about … I don't know … letting people out pre-trial or, or 
even recidivism. As you say, one of the challenges – and Cynthia, you spoke up about this as 
well – is:  Okay, what's the relative harm or risk, if any, associated with deciding this way or that 
way? 

Thus, you know, if AI helps you… if it helps you assess that this person upon release is going to, 
you know, commit murder, that might be one thing.  

If the person's going to, upon release – let's say, awaiting trial – going to maybe jaywalk; or 
smoke a cigarette under a sign that says “no smoking” – uh, which I have seen actually on the 
Washington DC metro back in the day – um, you know, that's a different, that's a different 
thing. 

Did, did you have further thoughts on that, sir? 
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RUDIN: Um, okay, so there, there is one thing that I should mention… 

HOST: Or, anybody; uh, Cynthia; sorry. 

RUDIN: There there's one thing I should mention going back a couple of steps, which is, sort of, 
people should be trained to use these tools properly. Because if you, for example, with the 
facial recognition case, um, where there was a person who was arrested, and it was very clear 
that the person in the video was not him. 

He said, look, that guy is not me. Like, that nose does not match mine. It was like, whatever, 
like, we don't look the same. And the police kept him in prison for like a whole day. They were… 
the police were like, “Yeah, you know, don't look like that guy in the video.”  

And then, they still kept him there. And it's like, well, you knew he wasn't a match. So, but, they 
were like, “Oh, the AI system says so.” 

And it's like, well, you know, sometimes AI systems aren't perfect. 

So they clearly weren't trained to how to use this system properly.  And, you know, you 
shouldn't be arresting someone just based on, um … you know?  

I mean, I think matching someone or arresting someone based on a genetic match is different 
than matching somebody based on facial ID, because facial ID is something a human can double 
check, right? 

You can find extra evidence of why that person might have been in that place at that time, 
‘‘cause you know… So, I think without the extra training of the humans, you know, these tools 
are not, um, they can't be used if the people who are using them are not trained to how to do it 
properly.  

HOST: That's a very good point.  

And, Fred, I'll get back to you…  

But, I think that also goes to the fundamental question we've been asking ourselves here today: 
Whether it's judges, or some other person, [as] you were saying, for example, police officers 
holding somebody in, the course of a civil, or in this case, probably, criminal matter:  

To what extent, if any, do we let the AI decide, or at least we decide to rely on the AI?  

That seems to be the central question, right? 

That… we're trying to debate where, and when, should that be allowed?  

And, your point about needing training in order to, at least, make that relationship a little bit 
better, is a very good one. 

If I may … So, Fred, you were saying? 

LEDERER: I think Cynthia is too kind. Yes, we clearly need the training, but there's another 
question: Given the training, what is the likelihood that human beings will persist in misconduct 
– notwithstanding the fact they know, or should know, that they're not doing it right? 
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And if you look at the facial recognition question, if the cops know that the probability is not 
high, that the most likely suspect generated by the technology, that, you know… that this 
person's probably not it: Why would we expect them to go out and arrest instead of going 
ahead and conducting further investigation? 

Short answer is: That way, they clear their case until something goes wrong.  

It's somewhat akin to what I remember in the past, uh, discussions about nuclear power plants. 
Can nuclear power plants be operated safely? Yes. Given normal human behavior and 
misbehavior and error, are the chances of something terrible going wrong high enough that we 
shouldn't even run the chance? 

And, I think that's one of the fundamental problems of misuse of AI. 

HOST: So, what we're talking about there, if I may summarize, is – and that may be beyond the 
ken of AI experts, such as Cynthia – is… Actually, we're talking about incentives and/or 
accountability, uh, vis à vis humans.  

In other words, if I'm a cop isn’t my incentive to just, you know, arrest the usual suspect – à la 
“Casablanca”? … To make sure I, you know, at least got somebody in the slammer ‘cause 
otherwise my boss is gonna yell at me?  

And/or accountability? Okay, fine… I do that because… whatever … I have X, Y, or Z incentives? 
And then who … am I … who's … gonna be held accountable for that? 

Do I as, let's say the police officer, or even the judge down the road, say, “Well, you know, the 
AI advised me this, so I'm cool.”  

No?  

Or, do we go back and say, “No, no – the ‘solution’ provider is somehow to be held 
accountable.”  

Or, the algorithm writer … Or, what?  

Does anybody want to explore that for just a moment? 

RUDIN: Thanks. Yeah. Well, okay. So just basing on what Fred was talking about, like, he's 
talking about a cost-benefit analysis, right?  

And so, a really great cost benefit analysis that was done – and people are still fighting about it 
– is with the facial recognition systems in Lockport, New York; right?  

So, this is a case where they had a vendor who had a facial recognition system that was, um, set 
up with a security system in a school; right?  

Now, that facial recognition system supposedly did not have any data about any students in the 
school, nor was it storing any data about students in the school. 

All it was storing was data about specific people that the school did not want in the school. 
Okay. So, these were known people that we… that school … didn't want there. And so, when 
any of those people were recognized, then the security officer would get a ping to check, you 
know … Is this somebody that we don't want in the school? … I'm gonna go deal with that. 



AMERICAN ASSOCIATION FOR THE ADVANCEMENT OF SCIENCE (AAAS) 

12 
 

HOST: Right.  

RUDIN: And despite that, the concerns about security and privacy, uh, overwhelmed the 
system.  

And, they had a big fight. And this… I think the school system lost about a million dollars trying 
to, sort of, battle this. And I don't… I don't think they actually ever implemented it.  

So, this is a cost for cost benefit analysis:  So, you say, okay, you know, the student's privacy is 
sacrificed. Privacy is sacrificed. It's like, well, maybe that's true. Maybe that's not true. It's not 
really clear.  

But, um, you know, we have the potential to stop some really severe problems that could 
happen in school.  

So, there's clearly a cost benefit analysis that, um, that is still being weighed on, um, facial 
recognition systems. 

I guess we're a little off topic, so we should probably go back to… 

HOST: No, no - that's, yeah,.. Well, let me get back to what I think might be, uh, … I mean, that 
was not off topic, in my view, because I think that's a very interesting point about the need to 
do cost benefit analysis in various ways.  

But let me go back to something that Iria mentioned; I never heard that term before, but it gets 
us back to this decision-making and AI thing: And that was quote, “conjoined outcomes.”  

How do you define that, please? And are there examples already of, I don't know, this, what I 
take to be human - machine collaboration, on reaching decisions in the judicial system?  

GIUFFRIDA: Well, I, think the algorithms that are being used are, in this moment … they're 
designed to be part of a decision-making made by the human. So, that that's the kind of 
collaborative work that, that I'm talking about in, sort of, inquiring using the tool for a particular 
purpose that feeds into a broader decision making. 

There was something that, um, was quite interesting about, uh, the comment that Cynthia 
made. And I think like we can bring it back to, sort of, the judicial element – the cost benefit 
analysis:   It's not only… it's sometimes it's harder to make when there are values that are 
difficult to quantify.  

So, you can say here, this is exactly what we were talking about. And students’ privacy? Student 
privacy, might not even have been breached at all, because the data was not being retained, et 
cetera, but it's the perception of it that has a certain, a certain value.  

So, it sort of brings me back to the argument – which I'm saying, as I said, I'm recycling; it's not 
my argument; I just really deeply value it – which is being thoughtful about if we decide to use 
some solution, whether on [its] own or, more likely, in conjunction with a human decision.  Are 
we clear about the purpose?  

Student safety - The purpose is very clear, but we need to be clear about the entire context in 
which this, you know, human-machine interaction is being deployed, if you wish. 
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And you know, there there's an entire branch of science – I wish I knew the correct name;  
Cynthia, you can probably jump in – that studies how humans and automated systems, work… 
[how] humans and machines work.  

There's a big psychological component.  There's a big technical component. There's an 
educational component. There's a style component … so on, and so forth.  

So, I think perhaps the point I'm trying to make is: As we move on – as more of these systems 
sort of crawl their way into the courtrooms – having an awareness and a reflection – about 
what we want them to do … how we want to interact with them.  

And, do we really understand that interaction, as opposed to when do we really understand 
how the algorithm works? 

I think there are important pertinent questions.  

HOST: That's great. I love the way you phrased that: The idea of values that are difficult to 
quantify.  

And, again, in my little pea-brain, I'm hearing what I think – again – is, sort of, a key desire on 
the part of NIST, the folks that have funded this project.  

Which is – because they’re the folks who set, you know, standards with respect to technology – 
and I think they're thinking, at least in part, “Hmm… So, how do we get these things called 
values, or whatever, that are very sort of human and fuzzy and perhaps not quantifiable – how 
do we get them, I don’t know, built in?  Or, build AI in a manner that respects those?” 

Again, let me turn to Cynthia. Let me put you on the spot: Further thoughts about whether 
that's happening? If that's feasible? How?   

RUDIN: Well, I mean, I think these things are definitely being debated.  

As we speak, you know, we have some serious problems with things like genetic data. Because, 
if you're going to use a database like “23 and Me,” or something like that, you're literally 
violating tons and tons of people's privacy to search through that database to find a genetic 
match for someone.  

Like, you know, for instance, if my brother, or something like that, puts his data in the database, 
well, now my data is in the database; right? 

And so, the court can find out. 

HOST: Effectively, yeah.  

RUDIN: And, and my family; right?  So, um, so these, I think… these debates are, are, um … I 
think they're more about data than about AI, though.  

Like, they're more about, sort of, ‘cause this AI, AI is just a tool that … like, searches through the 
data and finds stuff.   But, the question of what data to use – um, yeah, there's gonna be an 
infinite argument over that one.  

HOST: So, let's go back to that... Let's put that into context of civil or criminal matters. And I 
know that maybe gets us back to the Daubert test, right; that the Supreme court enunciated, in 
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1993, about what constitutes admissible scientific evidence, but it might be a little bit beyond 
that. 

Um, anybody?  

So, what kind of data are judges going to want to, perhaps, scrutinize more, if not exclude? 

Or, conversely, more, more readily [accept], in their decision-making, and in the court 
proceedings?  

Over. Thoughts? 

LEDERER: It's hard to see that there would be particular types of data, as distinguished from 
what we've already talked about - some type of aid or facilitation toward inherent or increased 
accuracy.  

Right now, the federal rules of evidence, expressly permit judges to appoint their own experts. 
It's rarely been done. We leave it to counsel and counsel, of course, are far more likely to get 
favorable experts than neutral impartial experts. 

So, if we had some way of enhancing the accuracy of this information, presumably that would 
be fine - very desirable.  

HOST: That's interesting. So basically AI – and let's assume the data is not dirty and so forth, 
and sufficient – AI is helping us sort through this. It's finding these correlations, maybe to help 
us make even predictions that are probably fairly accurate.  

But it sounds like, again, our system is built, because it's adversarial, to – in some ways… I'm 
going use this verb; it's a little strong, but – undermine, then, the utility of these “solutions.”  

Is that an overly harsh reading of what may be going on? Over?  

LEDERER: I would leave it to Iria, to give a European perspective, but I would suggest that in 
some respects, the classic adversary system at best makes limited sense, because the system is 
based on the theory that the adverse parties will, together, generate all the potential 
information that exists; as distinguished from, say, the French system, which is looking for the 
answer.  

And so, now, each system has advantages and disadvantages, but nonetheless, our system is 
not designed to produce per se accurate information, just all the information. 

And that assumes that the human fact-finder is able to go ahead and distill the answer from 
that.  

GIUFFRIDA: And that I would also add to something else, Alain, which is the standard and the 
burden of proof.  

HOST: Yes.  

GIUFFRIDA:  In civil cases, we're not looking for perfection. In fact, even in criminal cases, we're 
not looking for perfection. 

So, there there's quite a significant difference if you're just looking on the balance of probability 
– things went this way, rather than that way – and this is why I'm going back to the statistical 
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point:  Somehow, our legal system has this kind of analysis. It doesn't tell you it needs to be 50 
plus naught, naught, naught 1%. Right?  

But the idea that something is more likely to have happened than not is what judges have to 
use in the civil context.  

Of course, it is different in the criminal context.  

There is a natural propensity, if you have an automated decision that gives you a higher 
number, in terms of likelihood, to say, “Right, then that… the burden, has been met.” 

HOST: Right.  

GIUFFRIDA: And what we're discussing here is, just making sure that those human assumptions 
either are tested or are correctly educated before they reach that, that conclusion.  

HOST: Right. And in fact –I'm going to leap to something here and – and maybe throw this out 
to Cynthia as well.   

So, to use that terminology that I believe you used, Cynthia, of “proper uncertainty bounds” – I 
guess one question I would ask, well, this is for everybody… 

So, are there studies out there, or are there efforts to, let's say … kind of create a matrix where, 
depending on the … if, assuming you can establish …the proper uncertainty bounds … they 
match, or do not match, this, that, or the other standard of proof, in civil or criminal affairs? 

So, for example, you know, in a criminal case, you've got to probably prove something beyond a 
reasonable doubt – guilt beyond a reasonable doubt.  

Does… Has anybody out there said, “Oh, well, if the uncertainty is X percent or Y percent, then 
that means – poof! – it's automatically beyond a reasonable doubt?”  

Or, not? 

Let me ask you that way. Thanks. 

LEDERER: I will simply say that we … we can't even agree on the language definition of “beyond 
a reasonable doubt.” 

I was just teaching my class how to write jury instructions. And most judges have learned that 
you use the definition that has survived appeal in a prior decision. Because if you tried to define 
it for yourself, your chances of a reversal are fairly substantial. 

HOST: But then AI could be handy, right? In terms of then writing jury instructions, because all 
you have to do, then, is regurgitate what's been done 50,000 times before, or something like 
that.  

No … Cynthia? 

RUDIN: That's really funny.  

HOST: I mean, I’m being slightly facetious, but not in entirely; right?  

Presumably, you could use AI to analyze all the jury instructions, in a given jurisdiction and say, 
“Aha! These are the magic words that need to be used.” 
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Is that a fair sort of summation of what AI could help with?  

RUDIN: I have no idea. I don't really know … that's… I mean, look… So, it depends what you're 
using the AI for.  

So, if it's things like, you know… let's say that you're doing DNA matches; right? So, DNA 
matches you. You very often have a very, very high chance that your match is, uh, correct. 
Okay? One in a gazillion, whatever. 

But, so, for those it's like, okay, that's, you know, that's beyond a reasonable doubt. We have, 
we have some other information, but it's beyond a reasonable doubt.  

Whereas other things, like bite mark analysis, you can basically just throw it out; right?  

Okay, so, that usually, to be honest, isn't even done with AI. 

Like… that's… I don't know any actual AI analyst who would, who would take that seriously … at 
the moment.  

HOST: Hmm… So, then there's probably in the gray area in between; right?  

Various forms of scientific evidence – forensics evidence – where we either don't have enough 
data, or there hasn't been enough, uh, study of whether the data and the AI have produced 
accurate results. 

Is that fair to say … And we're still sorting that out? 

 
RUDIN: There are people sorting that out.  

So, [take] risk scores, okay? Back to where we were before; [it] is one of these things where 
there are tons and tons of people who are at the interface between computer science and 
social science who are doing these, like, human studies experiments – where they're like giving 
people some risk prediction and then having the human make a decision. 

And then the question is: Does… Is the human actually inserting their domain knowledge in a 
way that boosts the accuracy, you know? 

Is the combination of the human and the AI better than either one of them alone?  Right? 
That's the question.  

And, um, the answers that I found are, like, all over the place. 

So, I think people really … that's still really quite up in the air, for things like risks, like, you 
know, probability estimates. 

HOST: Interesting...  

RUDIN: But I think that in criminal cases, you've got to have a human, you know?  

You've got to have some human somehow dealing with the problems with the data, just 
because there are so many of them [problems with data]. 

HOST: Iria, did you have a quick thought?  
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GIUFFRIDA: Yes. And I actually wanted to circle back to, um, you were … at what you were sort 
of hinting at:  Having an AI system to sort of regurgitate earlier jury instructions. So, you're 
talking about natural language processing.  

I don't know if anybody, any judge, is using it; it may be the case. 

What I do know is that there are commercial services out there that do that natural language 
processing on judges, previous decisions, and [that] suggest to counsel, which are either the 
cases to which a judge may have a soft spot, or which are the words that tend to nudge the 
judge in a particular direction.  

So, I think I would distinguish this kind of AI solution from the scientific one that we were 
talking about for the purposes of establishing facts, right?  

This is… a little bit more elusive. I find the nudging theory a little bit more – uh, I, I, know it did 
win, uh, a Nobel prize award – but it can be used unethically, and I'm not confident that every 
judge out there understands how every one of their decisions is being processed that way by 
counsel who can afford it. 

And doesn't mean that this is the majority of counsel out there; of lawyers out there.  

And that, based on that machine output, certain keywords, expressions, [and] cases, are 
included in pleadings to shape the world view; right?  

That's a bit unsettling to me. 

HOST: It is. And we'll we having another team working on both, uh, AI and legal research as 
such. And, indeed, on trying to assess how judges have judged and therefore, how you, uh, 
pitch, if you will, your case. 

That's a very good point.  

But, let me get back to a big, broad question before Cynthia has to run; to, again, on the 
decision-making thing, and also looping in maybe a little bit of history, too... You know, my 
recollection is, there’s an old phrase to, you know, “Administer justice, but tempered with 
mercy. 

So the idea, I guess, was back in the day, you strictly applied the law and if it meant, you know 
…whatever … somebody gets executed, they get executed.  But, maybe there are some 
circumstances, or whatever, that you would bring in – that aren't necessarily pertinent to the, 
you know, mens rea or actus reus, if we're doing criminal law here – but that temper the 
judgment; right?  That mitigates the judgment…  

So, let me ask you this: To what extent, if any, are there signs that AI can be helpful either in, 
you know, making sure that the law is followed and applied, but – on the other hand – also help 
with equity?  

Or, is equity going to always be a human component to decision-making, especially in the 
criminal law sphere?  

RUDIN: Well, one thing that you can incorporate into these AI systems is, like, causal inference.  
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So, for instance, if you know that this person is likely to have a substantial reduction in their 
probability to commit a crime – if they go to this particular training program – then the AI could 
potentially say, you know, “We should really assign this person to the training program, 
because this person is likely to really have a substantial reduction in their probability, blah, 
blah.” 

So, those are things that AI has the capability of doing.  

The problem, though, is that you need to be able to evaluate each of these programs. So, they 
have to have been running long enough that the AI system has enough data from them to know 
who is going to benefit from them.  

And that's typically been fairly difficult to get; uh, so to [assess] the causal impact of these 
programs. 

HOST: So, to simplify – perhaps excessively – what I'm hearing is: People are working on the 
question of, let's say, of trying to accumulate data and analyze data as to know, let's say, when 
incarceration is the best, in quotes “solution,” or conversely, not incarceration, but some sort of 
program or treatment, or whatever, for a given person, given X, Y, and Z factors. 

Is that right?  

RUDIN: Yeah. Yeah, yeah, yeah. So, for example, we're examining a post-trial diversion program 
right now in Durham.  

HOST: Excellent.  

LEDERER: Arguably, mercy is not necessarily logically based. And, behind that whole question 
you've asked is the question of:  If, in fact, we had AI decision-making, would the general 
population accept AI decision-making? 

Because, presumably, at least for the moment, AI would allegedly not understand people – 
whatever the word “understand” means for each of us. 

Therefore, we would not have the degree of acceptance that at least is customary in much of 
the United States.  

HOST: Mm-hmm … I, as you, phrase that, uh, I actually remember the title of the Philip K Dick, 
story; right? “Do Androids Dream of Electric Sheep?”  

We're almost getting into the realm of: Can AI help us to implement – yeah – our, should we 
say, our dreams of mercy, or our hopes for rehabilitation, and not merely post facto 
punishment? 

 Cynthia, any, any closing thoughts on that particular tough nut?  

RUDIN: Yeah. Yeah. So, I mean, I would envision a system – right? … this is what I'd love – 
where, even from when you're small, the AI system is, sort of like, helping train you for a job 
that will help you stay out of prison.  

And then, if you actually end up in prison, it will help train you for a job so that you can go out 
of it. It'll help train you for why you shouldn't commit crimes in the future. 



AMERICAN ASSOCIATION FOR THE ADVANCEMENT OF SCIENCE (AAAS) 

19 
 

It helps, you know … that's …the goal is: To divert you into the most useful pathway for you to, 
to sort yourself out.  

And I don't know how realistic that is, but people – lots and lots of people – are trying to get 
that to happen.  

HOST: Okay. So let me ask, because we're going to run out of time, at least for Cynthia… I'm 
going to ask the brutal question:  

So – Yea? Nay? – AI will replace judges and, if so, how soon? 

Or, do we get … or, do we stick with a “conjoined outcome” kind of approach, at least for the 
foreseeable future? 

RUDIN: I can't imagine anyone testing that, in the near future. I think it would just get so much 
bad press. 

I think it might be a great experiment. 

Like, you might actually … the whole system might work better; it would be really cool.  

But I think that for any, like, region to actually do that – to do that experiment – I think would 
just be met with so much protest, that they would never be able to do the experiment. 

LEDERER: But if you change the question and ask, “Can we use automated systems to resolve 
simple, low value, disputes in things that we now call online dispute resolution [ODR]?” – you're 
going to get, possibly, a very different answer.  

RUDIN: Yeah, you're right. It has to be only cases where the decision is based on some very 
small amount of information. 

If it's a complex case, you can't do it.  

You've got to get humans … you've got to get humans to do it.  

HOST: Those are good, uh, guardrails.  

Iria, did you have a thought on this, if I may ask? 

GIUFFRIDA: No, no. I think that both Fred and Cynthia have, uh, have summarized the position. 
And yes, I will plug … I sort of agree with Fred, and the plug of ODR… There is a place, a space, 
in which it is actually developing as we go along.  

And, maybe some people – some tenants who would've otherwise been underrepresented 
litigants – may get a formal redress, that otherwise they wouldn't have had at all.  

So, Cynthia - going back to the point that you are making - What is the alternative of not having 
the machine, in this context? It would be complete lack of redress.  

So maybe the ODR system is not absolutely perfect, but it's certainly an awful lot better than 
not having it. 

RUDIN: Yeah. And then, having humans reserved for the more complex cases. We could make 
our whole system a lot more, um, efficient… if we knew how to do this.  

HOST: Yeah, right. 
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Well, look, I'm happy to keep this conversation going, Cynthia, but if you have to run…  

I wanted to … so then the question may become, “Well, where do we draw that line, as a 
society, or in terms of legislation, as to what constitutes either sufficiently – as Fred put it – 
simple disputes with presumably low risk?” Right? 

Maybe a fine, or something like, that versus a complex problem set, uh, presumably also 
accompanied, but not necessarily, by high risk… So, uh, life imprisonment, or something like 
that, if you get it wrong…  

Um, should we talk about that for a moment?  

And Cynthia, if you have to… if you want to comment and go, or want to go at any point, please 
do. I know you've got a class… 

RUDIN:  Yeah… Like I said: If it's even slightly complex, like, I don't think you can… I don't think 
you can automate that.  

HOST: Okay. Did you want to talk a little bit more, then – Fred – about ODR?  I know you had 
mentioned that, and ADR, and the difference in the use of AI in those contexts, in either 
context. 

LEDERER: I don't want to go at length, given that we're losing Cynthia, but it's clear that we 
have a great deal of experience and work in developing, um, automated or facilitated systems 
for resolving particularly relatively minor financial disputes.   

And, if we go to the United Kingdom, they're not quite so minor either, as far as that's 
concerned, I believe the limit is 25,000 pounds.  If I recall, and such...  

HOST: Oh, interesting. 

LEDERER: So, the question is, “Will the general population, or much of it, use an ODR, 
automated system, with little or no human involvement, as a reasonable alternative to the 
current legal system, particularly – as Iria points out – when there is no realistic chance of hiring 
counsel?”  

Our standard remarks in this area indicate, for instance, that roughly 99% of tenants who go … 
are being brought … for eviction, have no lawyers and can't afford them, whereas 
approximately 99% of landlords have counsel.  No surprise how these cases turn out.  

Would it be better to have an automated solution, that's not perfect?  

Iria already addressed that. I'd like to have something that works better than what we have 
now. 

HOST: Interesting. So that's a very interesting example. 

Cynthia, since you’re still here: Any further thoughts on where this line would be drawn either 
in terms of quantities of money, or maybe because of an inequality of arms that has 
traditionally existed – as Fred pointed out, let's say – in landlord-tenant cases?  Is that another 
criterion?  
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RUDIN: Well, I, I think both need to agree on the data, right? If both sides agree on the facts – 
like, for instance: Yes, this person went to this store and did this thing – and, you know, this is 
the type of event happened – like, they stole this; right? ... whatever it was … and everyone 
agrees on the facts, then it's possible that the decision can be automated. 

But I think if the facts are not agreed upon, or there's no clear limit to what facts should be 
even used, or the, uh, stakes are very high, then we need to not use AI. 

Because AI, again, is based on statistics. It's based on other similar cases. And if there are no 
sufficiently similar cases, you can't, you can't use it. 

HOST: Of course, in law school, we're always taught, well, this case - my case - is distinguishable 
from all this other precedent, because it was … you know … Friday the 31st of the month, and 
all these other cases were on a Tuesday, the 12th, or whatever... Right?  

Yeah… I mean, yeahat’s… 

So, that makes, again, this issue of figuring out how to link the world of AI with the legal world 
so fascinating, I think. 

Because the two ways, I guess, in which we approach an analysis can be very, um … can be 
somewhat … different.  

But it sounds like AI is here – it is going to be increasingly used. 

And we are all, sort of, at this point, trying to figure out exactly how it is going to be used to 
supplement or, augment, the ability of humans, in most cases, to make decisions. 

Is that a fair summation?  

Anyone? 

RUDIN: Yeah. I got to go… 

HOST: I see some nodding, but that doesn't work very well on a podcast.  

RUDIN: I'm going to go teach my class.  

HOST: Thank you, Cynthia.  

RUDIN: Thank you. Bye.  

HOST: Thank you. Bye. Any final words?   

Fred, um… and then we'll wrap it up. 

GIUFFRIDA: Oh, well, I think the only thing that I want say is that these, um, these efforts – and 
also of trying to indirectly thank NIST – having these conversations is very, very important.  

Being able for us, as lawyers – and I think Fred would agree – to be on the other side of a zoom 
with a scientist as accomplished, and as invested in this technology, as Cynthia Rudin is – it's a 
privilege. It helps us be more reflective about our assumptions.  

And I think by talking to her, we give her a snippet of other realities – of what happens behind, 
sort of, the legal curtain. 
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So, the point that I'm trying to make is: Unfortunately, we are unable to come with any hard 
conclusions – any hard, clear, guidance that is going to be universally accepted.  

It's the process of where we are at … in the process… 

I think the doing – encouraging judges to listen to these podcasts or read the rest of the 
material that is being produced under this particular grant – starting to question how we 
interact with these systems, is part of the process to get [there] … Maybe in 15 years’ time 
we're going to meet again, and we can give you … clear guidelines.  

In the moment, my answer is that the best thing that we can do is to continue this dialogue in 
as interdisciplinary a fashion as we can. 

HOST: I completely agree. And I, I thank, I thank all of you for participating.  

It's… for me, it's fascinating because it triggers all kinds of interesting questions and thoughts 
about, you know, how our system works, how it could work, and where this technology is – 
what its flaws are for the moment, or what its promises may be. 

Fred, did you have any further concluding thoughts?  

LEDERER: I thought Iria was perfect, as always.  

HOST: Yes. Excellent. Well, on that note, thank you all for being part of this podcast, and thank 
all of you who eventually listen to it as well.  

Our guests have given you practical advice for responsibly leveraging AI in the courtroom. Here 
are a few takeaways for you to consider:  

- First, as we’ve indicated, AI tools are being rapidly adopted. When used appropriately, 
these tools have the potential to streamline processes and – it is hoped – to help courts 
provide fairer and more consistent results. 

-  Second, make sure you understand what the tools do and don’t do, so that you can use 
the technology with more confidence and responsibly.  

- Third, be sure to use the technology as a tool to help you, not replace you. You – as 
judge, court personnel or officer of the court – are responsible for justice and fairness. 
So, do not defer to, or rely solely on, any one input. Give AI tools whatever weight you 
feel is appropriate. Finally, as a judge, consider the extent to which you can provide 
instructions to jurors along the above lines as well, if/when jurors are involved in 
deciding a case. 

That concludes this podcast. Thank you. 

The opinions, findings, and conclusions or recommendations expressed in this podcast do not 
necessarily reflect the views of the AAAS Board of Directors, its council and membership, or 
NIST. 
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