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Transcript  

HOST: Hello, and welcome to this podcast, brought to you by the American Association for the 
Advancement of Science, thanks to the financial support of the National Institute of Standards 
and Technology, NIST. This podcast is part of several educational materials for judges 
developed through the grant from NIST.  

I am Alain Norman, Senior Program Associate at AAAS. I head the science and law initiative 
there.  

Now, as you may know, AAAS - founded in 1848 - is now the world's largest general scientific 
society. And we are the publisher of the journal Science as well as several other publications - 
for example, the digital open access journal Science Advances. The journal Science has the 
largest paid circulation of any peer-reviewed general science journal in the world.  

AAAS currently includes nearly 250 affiliated societies and academies of science, serving 10 
million individuals. AAAS is a nonprofit and open to all, and it fulfills its mission to advance 
science and serve society through initiatives in science policy, international programs, science 
education, public engagement, and productions such as this one. For additional information 
about AAAS, please see www.aaas.org.  

Artificial intelligence (AI) is being used – perhaps sometimes unwittingly – by judges across the 
country for various purposes including bail, sentencing, and parole. For example, AI-powered 
tools can provide [quote] “risk scores” [unquote] to help judges assess defendants’ possible 
flight risk, or possible propensity to commit future crimes.  

Many feel these tools have tremendous potential to improve efficiency, to reduce bias, and to 
help judges provide better outcomes. But these tools also carry risks that must be understood – 
and mitigated – for them to be leveraged fairly and consistently. We’ve invited three special 
guests here today to discuss the advantages and disadvantages of bringing this technology – 
particularly “risk scores” – into our courtrooms.  

https://www.aaas.org/podcast/ai4judges#e1
http://www.aaas.org/


AMERICAN ASSOCIATION FOR THE ADVANCEMENT OF SCIENCE (AAAS) 

2 
 

Now, I am delighted and honored to note that our faculty - here to discuss a variety of issues 
under the rubric of AI and human interactions with a particular focus on AI, as it intersects or 
may intersect with criminal and civil proceedings, as well as the role of judges - includes 
Frederick Lederer.  

He is chancellor professor of law and director of the Center for Legal and Court Technology (C L 
C T), at William and Mary law school. Among his many other achievements, Professor Lederer 
served actively in the U.S. Army's Judge Advocate General's core, prior to joining William and 
Mary's law faculty.  

Professor of Lederer’s areas of specialization include evidence, trial practice, criminal 
procedure, military law, legal technology, and the legal implications of artificial intelligence and 
related technologies.  

We are also pleased to have Cynthia Rudin. Dr. Rudin is professor of computer science, 
electrical, and computer engineering, statistical science, biostatistics, and bioinformatics at 
Duke University. There, she also serves as director of the interpretable machine learning lab.  

Her work focuses on machine learning (ML), especially on how to make ML more explainable. 
Thus, a goal of the lab is to design predictive models that people can understand - notably in 
fields, such as healthcare, criminal justice and energy reliability. Among her many awards, she 
received the “Squirrel AI award for artificial intelligence for the benefit of humanity” from the 
Association for the Advancement of Artificial Intelligence (AAAI) in 2022. It is the most 
prestigious award in the field of artificial intelligence.  

And we also have Iria Giuffrida - she is professor of the practice of law at William and Mary law 
school and Deputy Director for the Center for Legal and Court Technology, CCT. She's also a 
visiting faculty for business law at the Raymond A. Mason School of Business. With 10 years 
prior experience as a commercial litigator, a professor Giuffrida now teaches law at William and 
Mary law school and her research centers on the legal implications of artificial intelligence and 
emerging technologies, including biosecurity and data protect.  

Today, we'll be focusing on AI, risk scores, and justice.  

So, without further ado, let's get to the discussion with our experts.  

So, we'll start with Cynthia Rudin.  

RUDIN: Oh, a risk score is a predictive model that allows the judge or the parole board, or 
whatever, to add up points, based on someone's criminal history and age, and whatever else, 
and use the total number of points the person gets to estimate the risk that the person might 
commit a crime in the future.  

HOST: I see.  

RUDIN: So, it's used generally to score, uh, people on the basis of their potential recidivism.  

HOST: Um, is that different from other risk scores, if any, that are developed to figure out, uh, 
what to… that are used, perhaps, in sentencing, or even bail, uh, hearings, if any?   Or, is that 
not happening yet?  
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RUDIN: Yeah; so, there are different risk scores for different use cases. Um, and you know, you, 
you really want to design them separately for each use case-use.  

The information that you would put in them is different depending on the use.  

HOST: Iria and Fred, do you have any thoughts on how these things are put together for these 
different uses?   By whom are they developed, and what sort of testing, if any, is done to 
provide for the kind of reliability that I suppose any, any judge would want to, um, be assured 
of? 

LEDERER: It might be worth noting that, regardless of why these assessments were originally 
designed, they are now being used rather substantially in parts of the United States: First, for 
decisions on pretrial release, and, secondly, on sentencing.  

Now it's interesting to note that, in theory, the primary reason for pretrial release decisions is 
to ensure the individual will remain, will be present, for trial.  Although, most jurisdictions have 
for generations taken the possibility of harm during that period into account.  

Careful reading of one or more of these instruments suggest that they were not designed for 
this particular purpose.  

HOST: Interesting, uh, is that because they were, they didn't… they did or did not take into 
account the question of potential harm, uh, prior to, let's say, being detained?  

LEDERER: The… at least the one that I've reviewed with some detail, um, appears, of course, 
designed to predict whether the person will do something wrong during the period.    

Now, perhaps, uh, the designers and those who wrote the algorithm, um, are able to determine 
with far more detail, what type of harm the instrument is allegedly going to predict, as 
distinguished from a probability that this individual will re-offend.  

The type of alleged violation is obviously important. If I were a judge, and I was trying to make a 
pretrial release decision, I'd certainly like to know if the harm that the system or the algorithm 
is allegedly predicting: Is the person going to go ahead and speed, as distinguished from 
committing a [murder]?  

HOST: Well, that goes back to something that perhaps Iria, and Cynthia, you can both, can 
address; uh, Cynthia?  

Well, first of all, then I'm a little confused because, um, uh, I thought we were talking about the, 
the question of recidivism, which to my mind brought to, uh, brought to my mind the question 
of, let's say, somebody is at a, you know, a parole hearing: They've already been convicted, 
whatever the issue is then, uh, release, um, after conviction, and so forth.  

Um, but the other thought was - You mentioned, um, offenses that the person may have 
committed. That's one of the factors that is used to develop the, the risk score.  

But, when I hear the word “committed,” I'm not sure... Does that mean that they have actually 
been committed for, I mean, convicted of X, Y, or Z previous offense?  Or, it’s just that they 
were once arrested for an offense? Or, indicted for an offense?  Or, does that matter when 
somebody is developing these risk scores?  
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Thanks. 

RUDIN: Yeah. So that's actually, um, that's actually a really good question. Um, there's a fierce 
debate about exactly how you should represent a person's criminal history in the database, 
because you don't want just to reproduce [things] like policing.  

HOST: Right.  

RUDIN: So, if you just … if you just look at arrests, and not convictions, then you're 
incorporating information about policing into the system that might include some element of 
racism, for instance, or other type of bias that you don't want to have in the risk score.  

So, the question of, exactly how to incorporate criminal history, is something that's really up for 
debate right now. But yeah, I think the consensus, at the moment, is that we should really be 
using convictions rather than just simply arrest[s].  

HOST: So, Iria, I believe you have some insights, not only about U.S. law, but also some 
international or, or foreign, approaches to all this.  

Do we know whether, in the United States or in other countries, there are any standards or 
regulations to define what should or should not be used in developing risk scores - [factors] “A” 
and “B,” when or whether they should not be used for certain, uh, criminal justice proceedings?  

Over.  

GIUFFRIDA: This is the question the lawyers, uh, would love to have answered with, “Yes, let 
me tell you [about]all these very many statutes.”  

We, we are not there yet. So based on the research that we have been doing, um, I haven't 
come across, uh, uh, specific, clear regulatory mandates either way - thou shall use it or thou 
shall not, uh, shall not use it.  

 

And, in terms of the variety of solutions that are currently out there, it's not quite consistent 
who develops them. There's a group of states in the U.S. that uses commercially available 
solutions. So, they're being developed by private organizations that then license them to, um, 
states that then, in turn, provide them to the courts.  

There are other states where, in fact, [it] is entities of the state that in collaboration, in some 
cases, with state universities, develop their own tools.  

So, because you have different actors participating in the exercise of developing the tool, 
inevitably the ingredients that go into the black box - and, and, and Cynthia's gonna guide us 
through understanding the black box, um, in a little while - are very difficult to determine.  

I … based on sort of some of the research that I was doing, I was looking at a commercial, uh, 
tool. A document that lists the kind of factors that then are in-putted in that particular 
“solution” was made available by an investigative journalist, and some of the questions are 
what you expect:  Prior convictions, uh, length of those convictions...  

Um, the question – and Professor Lederer and I were talking about it the other day – the 
question that unsettled us both, the most, is under the heading of criminal behavior, the first 
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question is whether the parents of the person, [who] now is being subject to this kind of 
analysis, ever divorced.  

I cannot, for the life of me, understand – first of all – why that would [be] possibly categorize[d] 
under the heading … heading of anything being linked with criminal behavior.  

But I think that it shows the lack of standards, Alain, you're talking about.  

Wouldn't that be great - if we all knew exactly what kind of data can go in? What kind of data 
can be processed, and how[?]  

As things stand, we don't have, yet, these quality assurance standards.  

And so, we may have factors like parents’ divorce being one of the ingredients in this 
“solution.”  

And Cynthia, I see you; our listeners cannot see us laughing, but I see you smiling. I wonder 
whether you want to jump in.  

RUDIN: No, that's absolutely shocking. I haven't heard of a … a criminal risk score that uses 
parental divorce. That's nuts.  

I would think that might be used for, like, a needs score. But I'm surprised that it would be used 
for a risk score, so that that's pretty shocking – to be honest.  

HOST: Well, this may go… Two, two things…  

Yes, I see Professor Lederer has his hand up, and I'm going to get right to you… 

But, because you have raised previously the question of, and I noticed the language used, uh, 
by idea of “solutions.” I know that people who promote computer-based “solutions” love that 
term - “solutions” - but what's the problem?  

As a professor of mine used to always say, the question is: What's the question?  

What are these things trying to actually solve? 

Professor Lederer if anything?  

LEDERER: If the question is whether this individual will, during the time period, commit some 
type of quote unquote criminal offense, then – of course – the fundamental question is going to 
be, how are we going to determine that?  

And the instrument that Iria and I looked at, uh, go[es] ahead and ask[s] far more than the 
question about whether the parents were divorced.  

There's immense amount. Information being requested. If I recall, whether the child was a 
foster child, uh, numerous questions about attitude, and so on. This is an attempt to, in effect 
[...] If we knew everything about how this person grew up, this person's anger management, 
this person's ability to go ahead and deal with the world…  

Is this person likely to do something? Not necessarily do something criminal, I might [add].  

Now, the thing that is equally disturbing about this is, of course, an attempt – and I use the 
word loosely – to automate a determination that a judge is supposed to make.  
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If we turn to the related question of how does the human being make the decision, the human 
being often has very, very little decision, uh, very little information to make that decision, 
particularly at the beginning – if this is a pretrial release decision, as distinguished from a 
sentencing decision, which we would hope is based on a great deal of information. Though, 
speaking from personal experience, often highly unreliable information.  

So, ironically, it is not unlikely that if a judge had the ability to obtain the same information that 
may be going into the risk assessment, the judge might be using exactly the same data, even 
though it's hopelessly unreliable and perhaps totally irrelevant.  

HOST: Wow. So, Cynthia – yes … Please talk about, maybe, the bias and the relevance and the 
reliability issues that seem to be popping up here. Please...  

RUDIN: Well, you have to think of what the alternative is, right?  

So, if you don't use a risk score, you are relying on a judge, right. And no judge, uh, is, you know 
… the judges are seeing the people in front of them. So, there's like – you know – if, if there's 
any bias, it's there.  

Um… And also, um, no judge can calculate risks from a database in their head. It just can't 
happen.  

So, the risk scores actually, in some sense, are easier to, um, to fix bias with.  

It's easier to fix a biased risk score than a biased judge. It’s just, you know, that's just the way it 
is.  

Um, so, I think the major question that I have is about transparency.  

Like, what … what goes into these risk scores?  

Are these factors actually - okay - to put in these risk scores?  

I've never heard of divorce going into a risk score or, you know, uh, foster care, or other … 
other … kind of … um, proxies for poverty, essentially.  

Those shouldn't be in risk scores. That's very clear when there are risk scores that are being 
used for bail decisions or, um, parole decisions.  

I, actually, am not clear, myself, as to whether or not such scores should be used in sentencing.  

I, actually, don't think they should be.  But, that's just a personal decision.  

But you have these other issues, like: Can I compute this person’s score reliably? Like, how 
many factors are in that score?  

Also, if I make a typo, that person's going into prison for a couple more years - and we've 
actually seen that happen. And, uh, that person has no like clear recourse, right?  

Uh, if they don't … especially if they don't even know what the formula.  

Um … And then if the formulas aren't public. How is anyone going to scrutinize them?  

Like, what happens when the formula is not increasing in the right variables? What if it 
decreases and increases? Or, what if it does whatever it is...  
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So, those are issues that, I think, are kind of very fundamental with risk scores, right now [the 
issue] is sort of transparency.  

HOST: Right. So, it sounds – and to go back to your earlier point and I see your hand up and I'll 
be right back – it sounds like part of our challenge right now is that there are different kinds of 
secret sauces, if I can put it that way, being made by different cooks, if you will, if I can use that 
analogy, and that are being dished out at different times … or at different meals … in the sense 
of the criminal justice process here, there, or whatever… maybe, maybe it's an entrée, maybe 
it’s an hors d’oeuvre, maybe it’s a…and there seems to not yet be… but there’s no… 

And, so, this is good…: Our podcast, I guess, is cutting-edge because we're basically saying, 
“Hmm. Our society needs to think about what needs to go into risk scores that are then going 
to be used at this, that, or the other stage of our proceedings.”  

Is that what I'm hearing?  

Over.  

LEDERER: The question is often more fundamental: And that is, that our criminal justice system 
does not articulate with great precision what it is we are supposed to be doing.  

So, look at the pretrial release decision. To what degree should a judge take into account the 
risk of committing an offense, until the person has tried for the current offense, as opposed to 
the possibility that the individual will not appear for trial, which is the classic, original reason for 
holding a person or imposing conditions?  

To what degree do we take into account the nature of the type of offense the person might 
commit? 

As noted previously, there's a world of difference between jaywalking, so to speak, which is 
perhaps the mildest I can come up with, and murder.  

HOST: Indeed. And, and Iria has brought up the issue of perhaps divorce being a factor, at least 
in some instances. I think everybody, at least most Americans, would look at horror - with 
horror - at what appears to be going on in the people's Republic of China where there’s, sort of, 
social scoring. Admittedly, a different sort of society, different political system…  

But there are, perhaps, political, or religious, or other things, that, a priori, most of us would 
consider completely, uh, illegitimate factors [if] somehow mixed into one of these scoring 
situations.  

But if there's no regulation, if there's no sort of guidance by - and I'm not aware of it either - the 
ABA even, or any such organization… the FJC, or, uh, something.  

What, uh, what parameters should we be looking for, or trying to set up?  

LEDERER: Well, look for a moment at sentencing:  Except for jurisdictions such as the federal 
courts, that have, at least, a significant effort – regardless of how successful – for, for instance 
having guidelines…:  Imagine you're a judge, and I was a judge, a rather unimportant one, and 
you're sentencing:  There are a fair number of clearly recognized sentencing goals. One of 
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which is to protect society from the individual committing offenses. And then we have various 
forms of deterrence. We have retribution, rehabilitation... It goes on…  

Has the jurisdiction formally enunciated its goals? If it has, has it indicated the priority of those 
goals?  

How should a judge sentence? Having a probability that an individual [may] commit some type 
of offense – where does that rank in this listing of things that a judge is supposed to do?  

 
RUDIN: So, I'm going to start an argument here…  

HOST: Please…  

RUDIN: So, okay… So, let's think about sentencing, right? So, so risk scores are a prediction of 
future crime where sentencing, in some sense, is supposed to be some kind of deterrent, or 
punishment.  

Um, but if you think about the movie “Minority Report,” right? [If] you think about “Minority 
Report,” they punish people over crimes they haven't committed, right? Because they had 
100% certainty that that person would commit that crime.  

Now, we don't have a hundred percent certainty that people are going to commit a crime. And 
so, when we do sentencing, we don't punish people for the crimes they haven't committed yet.  

Uh, so the question is, um, you know … How do you think about risk scores in the context of 
sentencing when it is a prediction of future crime?  

LEDERER: But we do, in fact, take that into account.  

Because, if the individual has just been convicted, and is now being sentenced, one of the 
concerns we have is that the person not, again, offend – at least during whatever time period 
we can lawfully hold the individual.  

Now, should we take that into account? It's a very legitimate question. 

 Can we take it into account? It's partially what we're dealing with right now.  

But incapacitation […] protecting the, uh, the society from the individual – based on the 
convicted offense – is a factor.  

To what degree do we take into account the possibility of other offenses, similar – or not so 
similar?  

RUDIN: Yeah, uh… that's a good point. Yeah. 

HOST:  Cynthia: If I may get back to you – since you are an AI expert.  

So, if we assume, for a second, that a jurisdiction which is able to, as Fred suggested, put in a 
fairly coherent manner its priorities … in terms of what constitutes criminal justice, and what it 
wants to achieve through the criminal justice system… Are those priorities … and, sort of, their 
relative weight, if you will, in a given jurisdiction … Are those things that could be readily 
translated by people who develop risk scoring, the AI, and so forth … the algorithms for that? 
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Is that something they could probably translate, as a technical matter, into the scoring systems, 
or “solutions,” that bolster those priorities that seem to have been set forth by the legislature, 
and so forth, in a given jurisdiction?  

RUDIN: Yeah. They … they definitely can.  

There is a challenge, though, in quantifying the costs associated with each bad outcome.  

HOST: Right.  

RUDIN: So, if you think about … Okay, well, I can … I can or I cannot grant this person bail … So, 
okay…  

Um, then there's a cost, because I'm keeping the person in jail and there's cost to their 
freedom.  

But then, if I let them out … well, there's a cost to society because we risk that the person can 
commit a crime while they're out. And we risk that they don't come back.  

And then, you know … we may have to have supervision for that person to … to encourage 
them to come back – and what's the cost of that?  

So, actually, weighing all those costs is quite difficult.  

Um… And so, typically, AI is simply used for just predictions because those don't involve those 
kinds of challenging costs.  

And then […] the[se] costs somehow don't ever get put on paper, if you know what I mean.  

HOST: And could you clarify a little bit more predictions … Of, of what?  

Of future behavior, criminal or not?  

Is that, again, the sort of nub here?  

RUDIN: Uh, yeah. So, yeah, and even writing down what that is, it's complicated. Because as 
you mentioned earlier, you may not want to predict future arrest.  

You may want to predict future conviction, right?  

And, you could predict conviction for certain types of crimes. Like, you could say, “What's the 
probability, this person will commit a felony in the next two years?”  

Or, you could say, “What's the probability that they’ll commit a, a crime of a certain type?”  

Um, you know … so, I see you can get into all these different kinds of predictions.  

HOST: Yeah, I see…  

And then the distinction, if I understood you correctly, is between... You have an AI – let's just 
assume for a second [that] it has all the proper factors and no illegitimate or biased elements to 
it – and it's just giving a judge, let's say, this prediction: That, Alain, here, will or will not commit 
a certain kind of crime.  

Uh, so are you saying, though, that the cost evaluation is then something that we humans - the 
judge, let's say Fred - then has to make?  



AMERICAN ASSOCIATION FOR THE ADVANCEMENT OF SCIENCE (AAAS) 

10 
 

He's got this data, arguably that's, that's wonderfully valid; that's been issued forth by this, you 
know, this AI solution, then he has to weigh: Well, gosh, if Alain is more likely than not to 
commit this kind of crime versus that kind of crime, then I should – “I” being the judge – should 
decide this way, or that.  

Is that what we're sort of striving for: To give a judge enough information that he, or she, can 
then try to better weigh the costs of the predicted outcome?  

Is that … is that … is that what I'm hearing?  

RUDIN: Yeah, that … that's right. So, this is like classic decision theory.  

You, you could think about it that way.  

So, we have the probability that Alain [will] commit a drug crime, or the probability that he's 
going to go … uh, and commit, um … you know, violent crime.  

We have this probability that he's going to – I don't know – whatever... So, you have all these 
probabilities, and then the judge has to say, “Okay, you know, there are different costs, you 
know, to society.” Right?  

There are different costs to... there's a cost to Alain if we put him in prison because he can’t 
watch his children; right? There's a cost... and he can't do his job or, or go to his training, or 
whatever he, you know, actually needs to do.  

HOST: Well, others have questioned whether I'm doing my job, but that's another point … 
We'll, we'll put a pin in that one.  

RUDIN: And then, um, you know, there are also all these costs, as I mentioned, to having, you 
know, a police officer check on the person. Or, like, what … you know … does it cost keeping 
them, in keeping Alain, in prison?  

Um, you know, all these different costs; and then the judge has to weigh all of these costs 
mentally to decide what to do.  

Should we grant this person bail or not?  

HOST: Right.. Yeah. So, judge [Lederer], since you were a judge, what's your thought about 
that? Would such a tool have helped you in the past?  

Would... Is that something you would relish in the future?  

LEDERER: First, let me go back to what Cynthia just said. I agree with what she said in 
substance, but her terminology was interesting on a couple of occasions.  

If the risk assessment tool is reliable, then the answer to your question, Alain, would be, “Yes; it 
would be lovely to have, with some degree of accuracy and definition, to have known what the 
person was going to do in the future.”  

There is a distinction between a tool that predicts what the person is going to do, and whether 
you're going to get a conviction, because adding the conviction into it raises numerous other 
matters, not the least of which is the exclusionary rule.  

So, if our task is to predict that the person will do something, perhaps we can do that.  



AMERICAN ASSOCIATION FOR THE ADVANCEMENT OF SCIENCE (AAAS) 

11 
 

If it's to predict the person will do it and be convicted … we are now adding a second, and 
incredibly more difficult, layer.  

But yes, I think any judge would like to have more information.  

And in the [Wisconsin] state supreme court case that addressed the legality of risk assessment 
tools for sentencing, State v. Loomis, it was clear that the court itself wanted, as it put it, 
“evidence-based sentencing,” … more information.  

And that was, at least I personally believe, a critical reason why the court sustained its use as a 
factor, as distinguished from the only factor, in sentencing.  

HOST: Okay. So, then we get back to: What's in that secret sauce… that may make this, uh, tool 
– this “solution” – reliable?  

I know that, before this podcast, in some exchanges, Iria and Cynthia, you all were talking about 
the question of various forms of bias, particularly racial bias, but not necessarily just that.  

So, how do we deal with that – both from a legal, and an AI technical, point of view?  

How do we make sure that things are as unbiased as possible, such that the judge gets 
information – this extra information – but that extra information isn't, at least inadvertently, 
problematic?  

GIUFFRIDA: Well, I think that there is – and Cynthia will speak more technically about it 
because that's not my domain of expertise – but there certainly is a vast amount of interest in 
the legal literature to understand, um, generally bias.  

And then, because – as Cynthia, I think in passing you were mentioning bias – we are, in fact, 
then transporting those biases; imprinting, if you wish, those biases in the “solutions” that we 
are creating.  

Um, there's when I, when I teach a class and we talk about bias – I bring this example to my 
students: If we are trying to create an AI system that is capable of reading emotions and, uh, we 
want to teach our AI system what it looks like to be happy - I think one way (and, and I'm 
brutally simplifying, obviously, um, it's more sophisticated than this) - but one way to establish, 
happiness is a smile.  

So, the smile becomes the proxy for what I want to measure, which is happiness.  

But as we know, we smile also for other reasons: There’s the sarcastic smile; there's the smile 
that, maybe, is due to the fact that you're making a big effort; or, any other number of reasons.  

So, I think that the point I want to get to is: the codifying factors. [There] have to be factors that 
the AI can process.  

But, some of the information – that Fred was talking about – some of the information that 
judges need, or would like to have, may not necessarily be quantifiable in that sense.  

 So, proxies have to be used… uh, and used.   So, going back to the discussions we were making 
about the marital status of the parents, of the person who's, um, who's undergoing risk 
assessment … um, Cynthia, you said, [its status as] a proxy for, essentially, poverty…  
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So, we're trying to look at other factors that we, as a society, consider being relevant in 
shaping, um, behaviors of, of offenders.  

The question is whether we are conscious that this is what we're doing? … Do we understand 
that this is what we are doing?  

Um, going back again, to a point that Cynthia made, are we transparent about this?  

And, take transparency: There certainly is a very important legal element of transparency that 
goes, which goes, into due process… [about] which, I think, Fred can speak much more 
eloquently than, than I can … 

But then, the other is the transparency … not at the legal level, but at … at the, the practical 
level: Do we justly understand what impact these pieces of information have?  

And I'm not a technical person… I can tell you the answer, as far as I'm concerned, is no.  

I don't understand how these different factors are then weighted … and how this output is, is 
generated.  

Now, when we talk … Some of the systems that we're talking about are genuinely AI, 
augmented systems, systems that have an AI set of algorithms behind it.  

Others are not AI systems. They're just statistical systems. They, they calculate probabilities in 
different ways. It's not clear when you look at the tin what the product is, inside.  

So, we have a multitude of challenges in this moment. I think, as with many other factors, the 
more we talk about [it] … and we have this societal discourse about it … we try to prod 
problems, for instance, of bias...  

Can we make sure not only that we don't carry the bias?  

There are very few systems, at least as far as I [know that], will ask you whether you are a 
minority, whether you come from a particular, um, uh, religious background, or whatnot … but 
they may ask other information such as your post code.  

Inevitably, there are post codes that are associated to wealthy areas of town, and post codes 
that are not.  

So again, that becomes that proxy.  

So, when we think about bias, it's not just the blunt bias question, but it's all those nuanced 
proxy questions that we may not have intentionally asked [but] potentially asked to … sort of … 
feed our bias, but they may end up feeding our bias.  

RUDIN: So, I … I just want to add something here that, um, this is quite unusual.  

So far as I know, the vast majority of risk scores are fairly small: Just point scores that just 
involve criminal history and age, uh, you know, some other really basic things. So, this use of 
kind of, um, unorthodox data, uh, I think is, is quite unusual.  

HOST: But that's an initial point: Maybe the counter argument, and I believe others have made 
this point before, is that we human beings … in our interactions with people … when we literally 
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judge them, um, [it’ll] involve, uh, sort of, I mean, obviously the, the “in’ word is “bias,” but 
they involve, um, uh, perhaps not blunt or, or conscious bias … but there’ll be subtle clues.  

Uh, could it be that AI, for better or worse is, is simply going to, in this domain, make more 
rapid – and make more efficient – the utilization by human beings – probably, in this instance, 
judges – of, you know, preexisting indicia, shall we say, of what constitutes a given human 
being’s reasonableness?  

You know, adhesion to social norms, if not the, the criminal code itself?  

Is that what's going on, in risk score development? 

Or, not yet?  

RUDIN: Uh, I have not seen anything like that, luckily… There’s… I haven't seen anything like 
that.  

I've seen it… I've heard about it in – sort of – loan decisions where people are using someone's 
– like – cell phone data to figure out whether they should get a loan; right?  Then, you've got all 
these correlations all mixed up in all of it.  

But for the risk scores, the typical risk scores that I've heard of are, literally, just criminal 
history, age, and like a couple other things maybe.  

But nothing, nothing [like that]. So no, I mean, you can argue that criminal history and age are 
correlated with race - and they are because of systemic racism in society - but that's different 
than putting race explicitly in the risk score.  

HOST: Right, right; that is interesting…. And these would be risk scores again, in the context of,  
pre-trial?  

RUDIN: Uh, yeah. Pre-trial, parole. Yeah.  

HOST: Okay. Um, not in sentencing or not yet.  

RUDIN: I'm not sure.  

HOST: Not sure. Okay. Well, it sounds like this discussion, first of all, has been very, very 
interesting on a bunch of different levels, including - at least for me – the thought that … would 
never occur to me before …and of course, I guess, as a lawyer, I think in terms of matrices: 

Sort of a laundry list of potential factors, on one axis, X axis, and then various stages of 
proceedings, or types of decisions, along the Y [axis] and figuring out which factors should, or 
should not, be put into the decisions that relate to this, that, or the other, type of proceeding or 
decision.  

So, nobody's quite worked that out, right?  

You've never seen - have any of you ever seen - anything that tries to cogently and coherent list 
the factors, legitimate or not; and how they are, or not, used across different kinds of decision 
points in the criminal justice system?  

Or, is that something we have to create ourselves?  
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RUDIN: I haven't, but we, we should really create it.  Because there's also this issue where 
different… um, how do I say this?  People often use, like, risks scores that were designed for 
bail, and they use them for parole, or vice versa.  

Like, I don't even know how this could possibly happen, ‘cause it seems, like, crazy but…   

HOST: Mission creep, as they say, perhaps?  

RUDIN: Oh yeah – mission creep.  

HOST:  We have something made for this… You make a tool, right? Like… I've got a hammer and 
normally I use it on a nail, but oh, I'm going to now use it for something else, ‘cause I don't 
happen to have anything else, but this hammer, right?  

Is that what's happening, sometimes? 

RUDIN:  The problem with doing that is that if you have a “needs score”…  So, in other words, 
you're estimating someone's needs like what social programs they, they need, or training 
programs they need. And if you're going to use, like, race information, or very detailed 
information about the parents’ divorce, and all that stuff…  

If you take a model that's used for needs - that's developed for needs - and then use it for risk, 
then you are using all of that biased, poverty-associated, information for keeping people in 
prison - which is what you don't want to do.  

So, we have to really prevent that from happening.  

HOST: Is that, is that something that you think, uh, Fred - I was just going to call on you - that 
judges are going to … Are either doing now, or might be prone to do, if only inadvertently?  

LEDERER: Let me answer a different, but related, question. Suppose we actually had the ability 
to evaluate the likelihood that someone would commit a crime during the given period, based 
on legitimate data, right now.  

Let's imagine you're a judge. The individual before you, whether it's pre-trial release, or 
sentencing, or parole release, is clearly from poverty and is undereducated. And, unemployed, 
except for occasional part-time jobs. I'm prepared to suspect that this person is not going to be 
considered a good risk by a fair number of judges.  

Suppose we had a really good, reliable risk assessment tool, which then could evaluate other 
information and say, this person is a really good risk. Maybe that would change the world as we 
now have it.  

But do we have that now? I doubt it very much.  

HOST: So, in other words, the, the ideal here would be some sort of risk scoring tool, or 
solution, that would help a human being, a judge, to overcome perhaps an inherent bias - if 
unspoken, you know.  

So, I see this person in, you know, in the proverbial Dickensian rags, and they might be a bad 
person; they look a little menacing, perhaps.  
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Whereas, the person with the suit [and], as the cartoon Dilbert used to put it, “executive hair” – 
right? – and an expensive tie … He's obviously not a problem...  

First of all, he's a man, so of course he's gotta be cool; Right?  

So, we're looking for tools that can help us, perhaps, recalibrate when these kind of things are 
implicitly in the mind of a human judge?  

LEDERER: When I teach criminal procedure, I have two bail problems for my students. They are 
designed to be stereotypes.  

There are acute differences: One is an incredibly wealthy individual, owns a bank, who's been in 
the community for years. The other has committed a crime of violence and is poor.  

It is not hard to predict how our students react on pretrial decisions.  

HOST: Yeah. So that's interesting. Cynthia:  On the AI front, is it, would it even be, possible to 
create risk scores, AI, that would help to –  I'm gonna use the term “counterbalance” though 
that might not be the right word because that suggests a deliberate manipulation of the data, 
but –  to develop AI and risk scoring that would help to, um, balance that out, and avoid these 
kind of problems?  

RUDIN:  So, I'm not sure what I think about the use of this kind of unorthodox data, but there is, 
a push to incorporate mitigating factors into these risk models.  

So, for instance, if you have someone who has completed all of their schooling, while they were 
in prison; so, they did their education[..], you know… So, you have some of these people who 
are in prison for a very, very long time; right? Um, maybe even since they were kids or 
whatever, and they've changed; right?  

These little[?]… A lot of crime is committed by young people, very young people. And those 
people, you know, their brains haven't completely matured yet. So, by the time their brain 
matures, they're really a different person and I'm not.  

How fair it is to - I'm not sure how fair it is - to continue to judge them on something they did 
when they were really quite a different person.  

And so these dynamic factors like, you know, education or, whether, they've committed, um, 
crimes while they're in prison, or had, you know, infractions, or whatever.  

I think people are trying to build those [dynamic factors] more heavily into the risk scores so 
that we take into account less of these, um, kind of old-fashioned static factors like, “What age 
were you when you committed your first crime?” 

It's like, “Yeah, I committed it when I was 14, but like I'm now 25. I'm different. I wish I hadn't 
committed that crime.”  

HOST: Well, indeed, AAAS has put on seminars for judges on the issue of neuroscience and the 
development of the brain, and so forth. And so indeed, the more we learn about that, hopefully 
the more that will be taken into account at various levels and in various places.  

But, to return to our subject, since we're running a little bit out of time, or coming close to the 
end, I'd like to ask each of you to perhaps offer some final thoughts about not only where we 
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are now, but where we should go, from here in terms of risk scoring and its use in the criminal 
justice system?  

Thank you.  

RUDIN: Shall I start please? So, I think the use of the word AI is a little bit much here.  

So, these are usually not AI models. They are very simple logistic regression models that could 
have been designed - I don't know, like - a hundred years ago, maybe.  

I don't know. I'm not sure we didn't have data a hundred years ago, but the ideas are not AI 
ideas.  

AI just gets blamed for when everything goes wrong, which is kind of silly.  

So, we have to actually realize these are most of the time, very, very simple formulas that are 
being used to assess risk.  

And, I think they need to be transparent. They need to be able to be scrutinized.  

Someone who's being scored needs to be able to check that their data were input reliably. And 
that's, I think, even if we could and…  We have to use only factors that we know are, you know, 
have been debated; right?  

And I think we really need to get to that point soon.  

Thank you.  

HOST: Would you have any final thoughts to share?  

GIUFFIDA: Yes, I think of mine is an invitation to pose these questions.  

Now, I have never had the honor of sitting on the bench, and I suspect I never will. It's a, it's a 
job of immense responsibility and immense workload. So, it's normal that judges require some 
tools to support - in making their - their decisions.  

But I wonder whether there is – I am speaking without, uh, any data behind it – but I wonder 
whether there is a bias in favor of technology: Computer says so, so it must be right. 

While, what Cynthia is trying to tell us, when she talks about transparency, is –inviting us to say, 
but is it really right?  

Was “Jamie” spelled the wrong way around? We picked up the data from somebody whose 
name is very similar, but not quite.  

So, it it's being open to the fact that when a defendant's lawyer wants to challenge some of 
these solutions, that knowledge that we gain, in this sort of a process, is knowledge that makes 
us all better; that improves the administration of justice.  

HOST:  Thank you. Fred, did you have some final thoughts on where we can go from here? I,  

LEDERER: I would reemphasize what Iria just said. There is science to back up the conclusion 
that, at least in the United States, we tend to give a great deal of credence – often unjustified 
credence – to results from technology.  
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There is every reason to be concerned about the quality of the current risk assessment tools 
and judges ought to be extraordinarily cautious and should suspect themselves of a pro 
technology bias.  

Having said all this, there is reason to hope. And, perhaps that's the right word: Hope that,  as 
other forms of technology have become better over the years, so too might risk assessments.  

Human decisions, in this case, human judicial decisions, are clearly flawed and fallible, and we 
have shown very little ability to improve them substantially despite generations.  

There is always the possibility, perhaps even the probability, that the risk assessment tool, 
perhaps someday an AI risk assessment tool, might actually turn out to be better than we are.  

And we can hope.  

HOST: Well, thank you for ending on such a hopeful note. And I appreciate all of you coming 
today to join this important discussion and prepare this podcast.  

Our guests have given you practical advice for responsibly leveraging AI in the courtroom. Here 
are a few takeaways for you to consider:  

- First, be aware of, but don’t be afraid of, the appropriate use AI tools in your courtroom. 
When used appropriately, these tools have the potential to streamline processes and 
may also help you to provide fairer and more consistent results. 

- However, you should understand the technology well enough to know how to use it 
responsibly. For example, AI-powered platforms can provide valuable risk scores, but 
they are susceptible to biases, just like humans. Indeed, some risk score tools may have 
been developed using questions, data, or proxies, of questionable relevance to the 
matter at hand – especially if, unfortunately, “function creep,” as it is called, results in a 
risk score designed for one purpose being applied in a different context. 

- Finally, in the end, please remember that AI is there to help you, not to replace you. You 
– the judge – must still make the key decisions. You get to decide what weight to place 
on an AI tool’s assessment, just as you would with an expert witness or any other 
recommendation. As judge, also consider, when appropriate, the extent to which jury 
instructions should remind jurors of such considerations. 

We also hope that those of you in the judiciary who watch this podcast in the future will find 
elements of it to be, thought provoking and even useful in your daily efforts. Thank you very 
much. 

The opinions, findings, and conclusions or recommendations expressed in this podcast do not 
necessarily reflect the views of the AAAS Board of Directors, its council and membership, or 
NIST. 
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